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Executive Summary
The goal of this deliverable is to compare different technologies for crowd management. The most
common source of information is the images collected by video monitoring system. Using the
appropriated technology of video processing, it is possible to detect automatically relevant
information about the crowd and its motion inside complex and highly dynamic scenarios like
metro stations.
The most significant improvement is enabled by two completely different innovations:
•

Deep Learning based video processing algorithms, able to detect people and count them
autonomously after a proper training phase

•

Three dimensional cameras that, exploiting the depth information (i.e. the distance of a
point from the camera) can detect the presence of people in a more reliable way

The combination of these technologies in a unique system represents a significant improvement
for the crowd monitoring and management.
The role of SIIT and its linked third parties (Aitek and OnAIR) was to evaluate different
technologies (i.e. different types of 3D-cameras as well as different video processing solutions)
identifying the ones that can provide valuable improvements in system efficiency and reliability.
STAM exploited such technologies to validate the crowd models developed during the activities
of Task 4.2, in order to offer a useful tool capable of faithfully representing the real behaviour of
people in critical infrastructures, both during normal operations and emergency situations.
MDM, as operator in the consortium, was involved in the technical activities, by providing relevant
inputs and facilities for testing the technologies with real-world data. Besides the outcomes of the
related tasks, were presented to operators from the complementary project IN2STEMPO, namely
Network Rail and PKP.
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1. INTRODUCTION
Computer vision-based crowd monitoring systems are currently available to provide autonomous
real-time control of crowded areas by analysing the images acquired by cameras installed in such
areas. The automation of the image processing allows human operators to control only video from
cameras where some interesting events are detected.
The simpler systems use algorithms like change/motion detection, while the more complex detect
the crowd inside the field of view (FOV) using Artificial Intelligence algorithms, in particular those
based on Deep Learning.
Another type of vision technology which can be used for crowd management is based on the
exploitation of the 3D information hidden into the video data, in order to get more reliable
information about the crowd and people transits towards the main access gates.
This deliverable contains an in-depth analysis of previous technologies and a detailed description
of the tests executed during the project development, to compare and asses the enabling
technologies selected by the partners. Such tests have been done in laboratories as well as in
real environments to evaluate the proposed solutions in different operative conditions.
The crowd models developed during the project are based on agent modelling, which allows
assigning different attributes to the subjects of the considered population (e.g. physic attributes
and personal objectives).
Nowadays, there are different tools that can simulate the behaviour and actions of people, each
one following different methods to simulate the reality with different accuracy levels. The models
developed by STAM were created using agent-based micro simulations.
This deliverable also describes the activities performed to validate the models created during Task
4.2.
This document contains the following chapters, listed and briefly described below:
•

•

•
•

•

Chapter 2 depicts a reference architecture for a video monitoring system. For each
element considered (from the cameras to the display in the control room) a short functional
description and an explicit description of where the video processing can be executed are
reported.
Chapter 3 describes the enabling technologies for the crowd management. In particular,
it contains two main contributions, referred to video processing, mainly based on Deep
Learning and three-dimensional video cameras. Such technologies are used to detect and
count bidirectional transits and to give an estimate of the crowd intensity.
Chapter 4 is focused on the technologies tested and evaluated in the project. It reports
the in-lab tests as well as the one conducted in real environment (i.e. the Chamartin metro
station in Madrid).
Chapter 5 describes the activities related to the collection of data from the CCTV system
of the Chamartín metro station, the use of the data within the model to simulate the real
scenario considered, and finally the comparison of the simulation results with the realworld data.
Chapter 6 reports the conclusions and some final considerations about the enabling
technologies presented in the previous chapters. It represents a sort of guideline for their
use in crowd management, in particular in the applicative scenario considered in the
project (i.e. metro stations). Finally, it includes a short overview of possible privacy issues
that must be taken into consideration in a real implementation of the system.
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2. SOLUTION PROPOSED
The typical approach to people monitoring in transport environments and other public spaces
uses closed circuit television (CCTV) systems. Such systems involve a set of cameras positioned
throughout a station, observed by station staff from a control room. This type of system is widely
adopted and highly useful for security purposes, however the attention level required to operators
and the high volume of visual information to be monitored imply that there is a limit to the
effectiveness of manual, CCTV based, crowd monitoring. This has led to the development of
automated crowd monitoring systems based on computer vision, allowing real time crowd
monitoring based on many video feeds. Computer vision-based crowd monitoring systems are
currently available to provide real-time control of monitored areas observed by CCTV cameras.
In more detail, such video processing solutions are aimed at two different goals to manage and
control the crowd flows:
•
•

Transit detection (Quantitative information): Counting of people entering and exiting
trough the main gates. This allows controlling crowd variations inside the main larger
areas inside the station.
Crowd detection (Qualitative information): Estimation of the crowd level intensity,
using a threshold mechanism (e.g. crowd intensity equal to null, small, medium, or
high). This allows monitoring the crowd status of the main area

Combining together crowd and transit detection could provide an even better monitoring of the
area. For example, an overcrowded alarm could be generated also if the system detects medium
crowd intensity in a large area and several people entering this area trough monitored access
gates. In practice, combining both pieces of information together it is possible to have a sort of
prediction of the future crowd intensity.
From an architectural point of view, a typical video surveillance system is composed by the key
elements listed below and shown in Figure 1:
•
Cameras: to acquire images and also to process them (optionally)
•
Network Video Recorder (NVR): to store the video acquired and to execute the
computer vision software to obtain relevant information, processing the acquired video
flows.
•
VMS: is the element in charge of data collection (from all cameras and all NVRs) to
aggregate them and to allow human operator to control and supervise the whole
surveillance system.
•
Display: data elaborated and video flows can be viewed from a control centre or any
remote workstation via a user-friendly web-interface.

Figure 1 Schematic representation of the main building blocks of a video monitoring system.
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Considering the system shown in Figure 1, it is possible to view that the video processing can be
executed indifferently on compatible cameras and NVR. In more detail, the following
configurations are possible:
•
•

•

On the edge video-analytics: software modules allow integration directly on board of IP
video-cameras, allowing significant benefits in terms of processing resources saving and
power-efficient processing.
Server-based implementation: video-analytics modules are performed on NVR in
charge of video-recording. In this configuration, image processing is server-executed,
independently from connected camera type and model. According to the computational
resources of the NVR, it can manage up to a maximum number of cameras.
Currently are under investigation and deployment hybrid solutions, in which the image
processing is executed partially on video-cameras and partially on NVR.

The resource availability, in terms of computational resource available and bandwidth, affect the
selection of a video processing configuration. Moreover, such selection will have an impact also
on the scalability and the versatility of the whole system, as explained in the next sections.
This system allows viewing live and/or recorded video flows and the information detected by
means of computer vision algorithms. Moreover, it also allows the distribution of live/recordings
to one or more control centres and third parties (e.g. police forces) linked to the video-surveillance
platform via an IP connection. By using available applications, duly authorized third-party users
may view live/recordings on their screens.
Several different video processing solutions are available: the simpler ones use algorithms like
change/motion detection, while the more complex model the crowd inside the field of view (FOV)
of each camera as a motion field (optical flow). These systems allow operators to monitor only
cameras where some interesting events occur. Whilst this technology presents practical benefits,
the level of information is not always sufficient to fully understand the complex causes of
overcrowding and to manage them effectively.
More recently, new computer vision paradigms such as object recognition and tracking in
video, can exploit the capability to observe many different scenarios in order to understand how
to learn a given task, for instance counting people passing across a given zone. Analysing many
video sequences tagged by human supervision, a computer system can learn this task and it will
be able to generalize the results from the already seen videos to the new ones. Currently the
deep learning scheme, involving complex neural network architectures with many hidden layers,
appears to be the best suited for the scope, and some very promising results had been obtained
with this kind of approach.
Since the last few years, video processing has evolved thanks to the development of innovative
approaches based on deep learning. This type of algorithms can learn from experience and after
a proper training phase they can extract data by processing images. Deep learning is based on
the use of complex neural networks to achieve extremely high reliability in processing images
providing relevant improvements in terms of robustness to common computer vision issues such
as occlusions and object splitting or merging. Moreover, they can provide real-time analysis of
each video frame to detect and recognize a wide variety of events. For example, they can be used
as it has been done in this project, to detect people, track their movements and to identify
overcrowded areas.
Another type of vision technology, which can be used for crowd management, is based on a
completely different type of cameras, which can exploit the 3D information hidden into the video
data, in order to get more reliable information about the crowd and its motion across several
cameras. The extraction of the 3D information from a video can be done in different ways: passive
or active stereo camera. In the latter a pair of cameras are put in a rigid configuration and a
processing unit that correlate the two acquired images is created, as explained in the next
chapters. In the former a native 3D sensor capable of providing video data and depth
simultaneously (ToF cameras) is used.
These methods present different cost/benefit features and their effectiveness for the monitoring
can be assessed by a direct comparison in a controlled environment. In general, it is well-known
10 / 50
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that 3D information allows solving the person identification/tracking task in a more robust way
with respect to traditional 2D image processing algorithms. Moreover, 3D information is richer in
detail and can estimate crowding and detect occlusion problems with higher reliability, being
insensitive to lighting effects like shadowing.
However, being the FOV of each camera limited, to overcome the view limits of each sensor by
constructing a network of sensors with overlapping FOV covering a large area is unpractical. The
use of 3D information, including person/crowd shape and motion, allows to track individuals as
they move through the station (person re-identification), even if the FOV of the cameras do not
necessarily overlap.
The different approach listed above could be mixed, using camera calibration over the ground
plane to enable video processing on single cameras and using data fusion among those observing
nearby areas. The 3D sensors (stereo rig and/or ToF cameras) could be used to monitor specific
points where very reliable information about crowding and flow is needed. Integration of all data
should be done at a higher level in order to ensure consistency of the global flow.
This deliverable contains a description of different video technologies for the crowd management,
specifying two main features (i.e. crowd level estimation and transit count). The Table 1, showed
below, reports a summary of such technologies and their applicability in the crowd management.
Table 1 Video technologies and their application to crowd management.

Traditional video processing
Deep learning-based video processing
3D camera
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3. AVAILABLE TECHNOLOGIES
3.1 Three-dimensional Cameras
The recent advent of economical 3D depth cameras offers a new type of sensing technology to
the problem of crowd monitoring. 3D depth cameras can be used in a similar fashion to regular
CCTV cameras, as they have a similar FOV and can be positioned throughout an environment to
observe regions of interest, with frame rates of up to 30 fps. Where this technology differs from
regular CCTV cameras is in the type of information captured. In a digital image taken from a
standard colour camera, each pixel represents the colour and intensity of light coming from that
part of the camera FOV. In a depth image, on the other hand, each pixel represents the distance
from the sensor of a visible surface in that part of the camera FOV.

Figure 2 Images generated by a 3D-camera. Visible image (on the left), depth map (on the right).

Given some knowledge about the optical properties of the camera, each depth pixel can be
converted to a point in 3D space and the collection of points (a point cloud) generated by each
depth image can be used to interpret the 3D location of objects inside the FOV. This type of
information has obvious advantages when applied to the task of detecting and tracking the
locations of people in the scene.
3.1.1

Passive Stereo Camera

The passive stereo approach allows the 3D reconstruction of a scene by exploiting the
geometrical relation between two (identical) cameras arranged in a static configuration (stereo
rig). After an in-house calibration phase in which all camera parameters are computed once and
for all, a stereo device is able to compute the depth for each pixel by analysing the apparent
displacements between the same 3D points observed by both cameras.
Every stereo rig can be mapped, after a geometrical transformation called rectification, onto an
ideal stereo arrangement in with the two cameras are identical, oriented with parallel axis and
shifted by a fixed amount (baseline) along the rows. That means that a given pixel (i,j) of the left
image will be mapped on a (i+d,j) pixel on the right one. The apparent displacement is called
disparity. In general, the relationship between disparity (d) and depth (Z) can be written in terms
of the focal length f and the baseline (B). By a difference analysis it is easy to get another relation
for the depth accuracy with respect to the disparity accuracy.
The main observation about depth accuracy of a stereo system is that it depends quadratically
on Z, so with a fixed rig of length B, performances quickly decrease with Z up to a maximum
distance over which disparity is null or meaningless. The choice of the focal length impacts on
both accuracy and field of view (FOV); if we increase f to improve accuracy, we reduce the FOV
and so the coverage of the system. Nevertheless, it is often possible to choose the cameras in
order to get a good design trade-off allowing reliable 3D reconstruction of typical indoor or outdoor
scene of moderate extent (10-20 m) with baseline B about 10 to 20 cm.
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The key aspect of passive stereo processing is to compute the disparity for each pixel. Many
efficient algorithms are available for this goal, and the choice is a trade-off between time
requirements and computational capability.
Using disparity information, it is possible to implement detection and recognition algorithms
working natively on this type of data. This can be done by analysing directly the 3D information,
representing it in a 3D form like a point cloud, or combining it with the pictorial information as in
the standard case.
Classical stereoscopic depth systems have trouble with computing depth on texture-less surfaces
or when the local image pattern is ambiguous during the matching process. A plethora of
techniques have been developed to solve this problem, from global optimization methods to semiglobal propagation techniques. However, all these techniques depend on some prior assumptions
about 3D data in order to generate correct depth candidates, and it is always possible that a given
scene, due to poor lighting or other issues, provides insufficient disparity estimates.
This imaging technology is able to generate two different outputs, an RGB image (Figure 3 – a)
and a depth map (Figure 3 – b), which contains the distance of each point in the scene with
respect to the camera itself. This map is a grey level image in which the darker areas are closer
to the camera and vice versa.

Figure 3 RGB image (a) and disparity map (b).

3.1.2

Active Stereo Camera

An active stereo device produces its own lighting source by an infrared projector, in order to
extract the depth information of each pixel in the image in an easier and more robust way with
respect to the passive stereo approach. In this sense the typical output in an RGBD image in
which the three colour channels are complemented with a 4th channel giving the depth data
represented as a new image.
Portable, consumer-grade RGBD systems gained a large popularity with the Microsoft Kinect. By
including hardware-accelerated depth computation over a USB connection, it kicked off the wide
use of RGBD sensors in computer vision, human-computer interaction and robotics. Today a large
class of active stereoscopic devices is available, and they can be used even outdoors. Among
them we selected the Intel RealSense R400 series as a representative of such class. More
precisely, the R435 model, using a global shutter, it is well suited for observing moving scenes.
In the active RGBD depth cameras, there is an infrared texture projector used simply to generate
a texture pattern which makes the image matching process unambiguous. A good projected
pattern must simply be densely textured, photometrically consistent, and have no repetition along
the axis of matching in the matching range. Then the disparity computation can be performed with
almost the same methods as in the passive case but without the problems related to texture-less,
low contrast or ambiguous images.
In the next figure it can be observed how the R435 can extract depth information even from a
scene with very low illumination.
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Figure 4 Images generated by a 3D-camera. Visible image (on the left), depth map (on the right).

The accuracy of these systems is similar to the previous ones for the geometrical aspects.
However, the achieved flexibility due to the presence of a hidden texture pattern throughout the
scene is a bit limited by the light attenuation with the distance. That means disparity can be
computed only under a maximum distance where the pattern is still visible with a good SNR. For
the RS435 used during the study, we get reliable reconstruction only under 5 m, even if the device
is declared to be working up to 10 m. So, this type of system can be used for low-range monitoring
in limited areas (e.g. a passage or a corridor) but not for surveillance of a wide area like a hall or
a platform.
3.1.3

Time of Flight Camera

A time-of-flight camera (ToF camera) is a range imaging camera system that resolves distance
based on the precise knowledge of the speed of light, simply measuring the time-of-flight of a light
signal between the camera and the subject for each point of the image. The artificial illumination
may be provided by a laser or by a LED. Laser-based time-of-flight cameras are part of broader
class of imaging system, in which the entire scene is captured with each laser pulse, as opposed
to point-by-point with a laser beam such as in scanning systems.
Time-of-flight camera products for civil applications began to emerge around 2000, as the
semiconductor processes became fast enough for such devices. The systems cover ranges of a
few centimetres up to several meters. The distance resolution is about 1 cm and it does not
depend on the working range. So, they do not suffer of accuracy limitations due to the distance,
because depth accuracy is influenced only by the accuracy of time estimation, which does not
depend on distance, assuming the SNR is sufficiently good to detect a light return.
However, the spatial resolution of time-of-flight cameras is generally low compared to standard
2D video cameras, with most commercially available devices working up to 640x480 pixels. This
is very low comparing with 2D cameras where the HDTV standard provides 1920x1024 pixels.
Compared to other 3D laser scanning methods for capturing 3D images of static scene, TOF
cameras operate very quickly, providing even 100 images per second, so they can be used in
rapidly moving contexts.
The simplest version of a time-of-flight camera uses light pulses or a single light pulse. The
illumination is switched on for a very short time, the resulting light pulse illuminates the scene and
is reflected by the objects in the field of view. The camera lens gathers the reflected light and
images it onto the sensor or focal plane array. Depending upon the distance, the incoming light
experiences a delay. As light has a speed of approximately c = 300,000,000 m/s, this delay is very
short but by measuring it depth information in the scene can be reconstructed.
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The average cost of this system is currently much higher than the cost of all other solution
described previously, while no significant performance enhancement is assured in this particular
application. Therefore, this technology has been considered only during the preliminary
evaluation and discarded in the subsequent test and validation phases.
Table 2 Comparison of camera technologies.

Technology
3D cameras

Passive stereo
cameras

Active stereo cameras

Pros

•
•

FOV similar to CCTV
Frame rate up to 30 fps

Cons

•

N.a.

Pros

•
•

Cons

•
•

Able to generate RGB image and depth map
Availability of disparity computation efficient
algorithms
Performances quickly decrease with depth
Problems with texture-less, low contrast images

Pros

•

Own infrared lighting source

Cons

•

Disparity map computed only under a maximum
distance
Illumination via laser or LED
No distance limitation
Good for rapidly moving scenes
Low spatial resolution
Very high cost

Pros
ToF cameras
Cons

•
•
•
•
•

3.2 Types of Processing
In this paragraph we briefly review the approaches based on the analysis of video sequences in
order to extract people based on their appearance on 2D images, and to track them inside the
field of view of the cameras. The single tracks, extracted by classical computer vision methods or
by machine/deep learning can be statistically cumulated to quantify the behaviour of the crowd in
space and time. As an alternative, we also present a possible approach in which the crowd is
analysed as a whole, leading to a characterization of the motion of group of people instead of
single ones. This can be useful when crowding is so high that it is unrealistic to consider each
people individually. More traditional background subtraction can be used when the image quality
is too low to detect features or objects in a reliable manner (older CCTV systems).
3.2.1

Conventional Object Tracking

In conventional object tracking a number of regions of interest is typically selected in the image
through an object detection method. Such candidates are then matched through time to the most
similar ones in the history, thus reconstructing the path an object is taking in the video sequence.
Moreover, predictions on the next position of an object can be made through algorithms such as
MeanShift. Having depth information can make the matching procedure more robust as objects
moving in a certain direction have high probability to keep it.
The best results can thus be obtained using a state-of-the-art object detector, such as a deep
convolutional neural network architecture coupled with robust matching through time with the use
of depth information, which also allows to determine if an object is incoming or outgoing with
respect to the camera position. Nonetheless more traditional approaches can be used following
the same schema but replacing a complex object detector with a simple blob extractor which uses
background subtraction and simple image segmentation algorithms to select regions of interest
that then can be found and matched in subsequent frames by matching local features such as
those used in the SIFT procedure.
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Figure 5 Detected people, their distance from the camera and their motion direction (incoming, outgoing).

3.2.2

Machine Learning

The use of more sophisticated neural networks allows accurate object detection and localization
even in case of objects that have a huge variety between them. It is possible to detect and find
for example objects as complex and vague in structure as heads. Heads can vary extensively in
their shapes, textures, colours and pose but are very adequate for crowd estimation as if the
camera has a minimally elevated point of view the possible occlusions are very limited.
While the concept of neural networks is decades old, in recent years their application to machine
learning was given a substantial boost by advances in hardware processing power and sparser
architectures. Today, machine learning via deep neural networks represents a solid approach to
computer vision providing extremely promising results in many different applications, ranging from
face detection and recognition to medical image processing, event detection and autonomous
vehicle navigation systems.
3.2.2.1 Pros and Cons of Machine Learning
By applying machine learning to computer vision tasks, it is possible to find a solution to many
video analytics problems which would otherwise require much more time to be solved with more
conventional approaches: a neural network, when provided a large enough set of labelled
examples, is capable of employing the information contained in the training set it is fed to new,
unknown instances of the same kind. On the other hand, a conventional video analytics approach
might require overall longer times to design and implement custom algorithms uniquely devised
for the specific task at hand.
Using machine learning provides other advantages as well. Compared to video analytics methods
based on background estimation, neural networks do not require a model of the scene to detect
objects or events of interest. Machine learning also provides robustness to quick variations in the
monitored scene (for example changes in lighting or video camera orientation) which may easily
interfere with conventional video analytics systems.
Furthermore, neural networks can process each single image by itself independently of previous
ones, with no need to evaluate a set of previous frames, and they are capable of reliably detecting
even partially overlapping/occluded objects, or objects which have long been abandoned.
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For the above reasons, applying the machine learning approach to crowd management analysis
is a promising solution: a neural network properly trained to detect people can provide an
approximate count of people in an area of interest, from which a crowd density can be derived.
Despite the recent advances in hardware, however, the processing power requirements of the
real-time application of the machine learning approach might still prove excessive, depending on
factors such as the desired processing frame rate or image resolution. It therefore might be
necessary to pursue a trade-off between network speed and detection accuracy.
As previously said, such algorithms require training on a dataset of images annotated with object
locations by a human. This is a time-consuming process but it also allows the algorithm to learn
the most probable locations in a particular scene for the objects of interest and even provide
alarms if an object is found in an unusual location. A neural network can learn to detect multiple
classes such as heads, luggage, wheelchairs etc. only if it has been trained with a large enough
annotated dataset with enough examples for each class.
3.2.2.2 General Considerations
This subsection contains some general considerations about the use of machine learning
approaches for surveillance purposes, in particular for crowd detection. Such considerations
come from the experience and the evaluations done by the partners involved in this task (mainly
Aitek and OnAIR) and starts from the already described pros and cons.
For each detection system there are different methods that perform objects classification and
people recognition. The selection of the classifier method affects the detection performance and
imposes different requirements.
Detection speed is a metric expressed in the scientific literature in Frame Per Second (FPS),
which are the maximum number of frames that can be elaborated by the DL algorithm in one
second. Of course, the physical limit of this value is the frame rate of the video flow acquired by
the camera and provided as input to the processing system.
Accuracy of the detection is a metric expressed as a percentage of people correctly detected in
the reference area, in a fixed period of time. It is worth noticing that for a quantitative measure of
people (i.e. for transit detection) this metric is extremely relevant, while when are needed only
qualitative information, like for crowd intensity estimation (with low, medium and high levels) this
metric is less relevant.
These are the two main performance metrics that affect the final system at runtime. For what
concerns the training phase, an estimation of the required training time and data set size are the
two most relevant metrics for algorithms evaluation.
As already noted in the previous section about ML pros and cons, these algorithms have strict
requirements to maximise their performances, in particular concerning the processing server.
Such requirements conflict with each other and a compromise is needed: detection speed,
accuracy and complexity/computational resources needed require an adequate trade-off as to
maximize the first two while minimizing the last one (i.e. the ideal solution) is not practically
feasible. Furthermore, increasing the video quality (the higher the better for the detection
accuracy) requires large bandwidth availability in case of processing on server side where there
is more computational power. On contrary, video processing on the edge (i.e. on the cameras)
represents a preferred solution in such applicative scenarios where there is bandwidth limitation
and/or to increase the scalability of the system, as adding more cameras do not require an
increment in the server memory and processing units.
3.2.2.3 Deep Learning Approaches Used in the Project
In the scope of FAIR Stations project Aitek and OnAIR tested two different crowd estimation
algorithms based on Deep Learning to count people inside a reference area. To identify people
one proposed approach consists of detecting the full body of a person while it is possible also to
identify the head, as shown respectively in Figure 6 and Figure 7.
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The steps needed from the goal definition to the final system deployment are listed below. They
are the same for both the proposed approaches.
1) Objective definition. The system goal is to manage crowd, but more in detail it should
count transits at gate and give an estimation of the crowd intensity in some specific areas.
For both functionalities, the objective is to identify and count people. As already said, one
solution is to detect the whole body of a person, another one is to detect his/her head.
2) Training set creation. The network must be properly trained using an accurate and large
enough annotated data set. It must contain images of persons (or heads) inside bounding
boxes. Such images can be captured in the applicative scenario considered, the metro
station, as well as in other environments1.
3) Define and train the network. Different network architectures and frameworks are
available. The goal of this step is to start from a network, give it the whole data set enabling
its self-adjustment of internal parameters to improve its capability to do the predefined
task (i.e. heads or people detection in this case).
4) Verify the results in lab and/or in a realistic scenario. Images collected in a real scenario
(e.g. cameras already installed in a metro station) or in a lab, creating similar operative
conditions, represent the input for this step. The trained network will be used to analyse
the images in post processing and the results obtained are checked to verify the correct
detections.
After this last step, the system can be deployed in the real scenario. Several further steps are
needed for the deployment, but they are not reported here as they are out of the scope of this
project. Nevertheless, some general considerations are reported in the last chapter.

Figure 6 People detection using deep learning video processing.

1

As the training set must be extremely large (the more data the better the performance), its
creation could be time consuming. Some already annotated datasets are available online and this
can speed up this step.
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Figure 7 Heads detection using deep learning video processing.

3.2.3

3D Video Processing

Using 3D data coming from one or more point of view across a crowded area, it is possible to
build a reliable occupancy map of the people over time, and consequently to get information about
people flow. The general process starts with a depth map, represented as a 3D point cloud, and
registers it over the known ground plane. Doing so, people emerge directly as group of point with
similar planar coordinates and different heights over the ground. Each possible group of 3D point
can be classified as a single person or not, for instance by scanning the observed volume with a
rectangular box of a fixed size. The classifier must be trained to cope with possible variation of
3D shape by different people pose, height and behaviour.
Finally, the single person position over the ground plane can be estimated. The output is an
occupancy map of the floor, that can be analysed over time in order to provide flow information
by point tracking on statistical basis.

Figure 8 A depth map (left), and a point cloud with colours (right) representing height from the ground.
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Figure 9 A point cloud of people with the background removed (left), and the position of the detected
people with a view from above (right).

Figure 10 A plot of the area fraction occupied by people in a scene, smoothed and with alarm thresholds.
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4. TESTS AND DEMONSTRATIONS
Aitek, OnAIR and SIIT run tests and demonstrations with some of the selected technologies, the
one considered most suitable for the crowd monitoring, focusing in particular on the two already
mentioned main functionalities. Table 3 reports some details about such tests.
Table 3 List of tests and demonstration done with selected video technologies.

Type of test

Location
and date

Partner
involved

Technology tested

Notes

Aitek

3D passive camera
– transits
detection and
count

A Vivotek SC8132 has
been used.

3D active camera –
transits detection
and count

Realsense D435
camera has been
used

In lab tests

Aitek
laboratories

In lab tests

OnAIR
laboratories

OnAIR

In lab tests
(using video
flows collected
in real
scenarios)

Aitek
laboratories

Aitek

In lab tests
(using video
flows collected
in real
scenarios)

OnAIR
laboratories

OnAIR

DL algorithms to
process images
acquired by RGB
cameras – crowd
detection2

SIIT,
Aitek,
OnAIR

3D cameras (active
and passive) for
transits detection,
“traditional” and DL
algorithms on RGB
images – crowd
detection3

Live tests in real
environment

Chamartin
(Madrid)
Station,
Sept.’19

MDM,
Aitek

Two 3D passive
cameras (Vivotek
SC8132) to detect
and count
bidirectional transits

In lab tests
(using video
flows collected

Chamartin
(Madrid)

MDM,
Aitek,
OnAIR

DL algorithms to
process images
acquired by RGB

Live
demonstration
during G.A.
meeting and
Workshop

SIIT main
building,
July’19

None

None

The purpose of these
tests is to showcase
the proposed
technologies to the
other partners and to
the stakeholders
invited to the
Workshop4
The purposes of these
tests are to
demonstrate the
proposed technologies
in real environment
and to provide real
data as input for the

2

Aitek worked on the people detector while OnAIR on head detector. Both applied Deep Learning
based algorithms. Achieved performance are comparable.

3

Aitek worked on the “traditional” algorithms for crowd detection: they are based on background
separation. OnAIR trains a deep learner for a few occupancy classes.

4

Some days before the Workshop SIIT, Aitek and OnAIR worked on the technology prototype
installation, configuration and did live tests to check and verify them in detail.
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in real
scenarios)

Station,
Sept.’19

cameras – crowd
detection

In lab tests
(using video
flows collected
in real
scenarios)

Chamartin
(Madrid)
Station,
Sept.’19

DL algorithms to
process images
acquired by RGB
cameras –
bidirectional
transit detection

MDM,
Aitek,
OnAIR

simulative analysis
carried out by Stam

The rest of this chapter contains the detailed description of each tests mentioned in the table
above. Tests descriptions are grouped according to where they were done, i.e. in lab and in real
environment.

4.1 Tests in Laboratory
Plenty of bidimensional video flows are available online for training of ML approaches as well as
for testing purposes. It has not been so difficult to have preliminary tests for the people detection
and counting. The situation was completely different for the three-dimensional cameras.
Nevertheless, purchasing and installing such cameras will be possible to work on them in
particular for transit detection. As reported in Table 3, preliminary tests have been conducted in
partners’ laboratory, as to install all the selected technologies in a real station was possible only
after an “in-lab” validation. For what concerns the 3D images, two acquisition technologies have
been tested and evaluated:
•
•

Aitek tested passive three-dimensional imaging technology using a Vivotek SC8132
camera installed in a corridor at its premises. It was installed and configured to have a
top-down view of the gate (vertical virtual gate).
OnAIR tested active three-dimensional imaging technology using a Realsense D435
camera installed at its premises. It was installed and configured to have a frontal view of
the gate (horizontal virtual gate).

4.1.1

Vivotek SC8132

Aitek decided to use a passive stereo-camera for transit detection and counting at the main
access gates. The selected model is a Vivotek SC8132 camera, which is a stereo camera with
3D depth technology. Among several different functionalities, this camera has been selected as it
is particularly useful for bi-directional multiple counting on definable line, thanks to the capability
to also exploit the depth information.
The recommended installation position is 1.9-2.4 m, with coverage area of 1.1-2.3 m. Higher
position is also allowed, but Zoom-in mode operation should be used. 5.2 m is the maximum
installation height. This camera can be powered via PoE connection, so a unique cable can be
used for both power supply and connectivity, simplifying the installation procedures. The Vivotek
cameras used for in lab tests has been installed in Aitek offices as shown in Figure 11.
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Figure 11 Vivotek SC8132 camera installed in Aitek laboratories.

The experiments were aimed to count people entering and exiting Aitek offices passing just under
the camera, which has been properly configured. Results of the processing are shown in the web
interface of the camera, which is shown in Figure 12.

Figure 12 Web interface of the Vivotek camera.

The main elements visible in this interface are described below. It is worth noticing that the
information is shown together with a RGB image in the Figure 12, and same information is
available while the depth map is shown on the GUI.
•

Bounding box that contains the detected person inside the monitored area.

•

Detection line that represents the virtual gate that is monitored to detect people transits.

•

Start point in which the camera finds physical characteristics of humans & starts tracking.

•

Tracking line that describe the movement of the persons inside the monitored area

•

Statistics box containing the information detected by the camera, which are the number
of bidirectional transits detected and the time of the last detection.
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Using this interface, a user can configure the camera, its video analytics algorithms, watch the
live video stream and consult the collected statistics. Same data, the live video flows and the
collected data, like the number of transits, can be visualized in a different interface as this camera
can be easily integrated in third parties’ systems.
After having installed the camera properly and configured the video analytics as described
previously, tests have been done to validate the camera. The goal is to detect and count transits,
and the camera provides reliable results even if in complex situations like multiple transits, transit
at relevant speeds (e.g. while people are walking quite fast or slowly running). It is worth noticing
that in general video analytics performance can be compromised by scene complexity, which can
be interpreted as how challenging the image processing of the video streams is. Usually, a low
scene complexity (e.g., a low level of activity in the processed images, few moving objects in the
monitored areas) will lead to better results, while higher scene complexities (e.g., many moving
objects, possibly occluding each other) will lead to less reliable results. As demonstrated during
the large test campaign conducted, this is not completely true for the Vivotek camera that can
provide quite good results also with more complex scenarios. This relevant improvement with
respect to traditional methodologies for transits detection is possible thanks to the depth
information: considering also the high of the detected target it is possible to have a more reliable
detection of people passing through the gate. Same transits detection, using the same Vivotek
camera was executed also at SIIT premises, during the General Assembly on last July.

4.2 Realsense D435
The Realsense D435 camera has been extensively tested in laboratory and demo settings. Two
software modules have been built on top of it:
1. A people detector and tracker, used to monitor incoming and outgoing accesses through
a corridor.
2. A crowd estimator through head counting.
Both have been implemented using only open source software customized in-house for the
project needs.
The people detector and tracker use both pictorial and depth information, the former is used to
detect people through a state-of-the-art neural network and immediately discarded. The tracker
uses depth information to match the detection through time in a robust way and to provide the
access information to the system allowing determining if the person is incoming in the area or if
she is exiting.
The crowd estimator uses the pictorial information to detect heads in the scene, these are then
counted. A robust statistical count estimate is then computed over time in order to smooth out
noise effects caused by possible false alarms or missed detections in consecutive frames.
Both algorithms can work in real time with varying frame per seconds outputs, depending on the
hardware used. The minimum observed FPS is 2 FPS for the crowd estimator, which is the most
complex used algorithm, on a consumer grade laptop. It must be noted that considering the
average flow in a waiting room or in a big hall, where this algorithm is most useful, a higher
throughput is not needed to have a relevant and actionable estimate. On the same hardware the
tracker can run at over 30 FPS.
Both modules have been shown at the Stakeholders Workshop in Genoa on the 10th July 2019
and have been found to be compliant with user requirements and ready for real world usage.

4.3 Tests in Real Environment
4.3.1

Three-dimensional Cameras

Three-dimensional active and passive cameras have been tested also at SIIT premises during
the General Assembly and the Workshop held in July 2019, while passive cameras have been
tested in a real metro station too.
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Further details about tests and demonstration done at SIIT are included in deliverable D6.2. The
rest of this chapter describe the tests done at Chamartín station in Madrid in September 2019
with the support of Metro de Madrid. The purpose was to assess this technology in a real station,
highly crowded, and to evaluate its ability to detect and count bidirectional transits.
The system setup inside the station includes two Vivotek SC8132 cameras to have a larger
detection area obtained by merging their Field of View. It is worth noticing that the two detection
lines should not overlap otherwise the same person can be counted twice. On the other hand, if
the two areas are not sufficiently close to each other, some transits, just in the middle between
them may not be detected. The choice of the most suitable setup, should be done in a way or the
other considering if you prefer to underestimate or overestimate the number of transits.
Vivotek SC8132 camera is a PoE (Power over Ethernet) device that means it can be powered
using only a normal Ethernet cable, a PoE injector and/or a PoE switch. This simplifies a lot the
camera installation, as only a single cable is needed for data and power supply. The logical
architecture of the system is shown here below (Figure 13), with two laptops (with the
appropriated processor and memory) are able to host one virtual machine each, one for the NVR
and one for the VMS.

Figure 13 Logic architecture of the system deployed at Chamartin station.

The position of the cameras is shown in Figure 14 and in Figure 15. In the first picture is possible
to view the monitored area (in blue), at the end of stairs and escalators and the virtual gate line
(in green). Transits are detected and counted when a person crosses the green line.
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Figure 14 Vivotek SC8132 install position at Chamartin station.

Figure 15 Vivotek SC8132 install position at Chamartin station (detailed view).

Due to some limitations in the physical infrastructure support, the monitored area (reported in
blue) does not cover all the access area to the stair or to the escalators. Therefore, some transits
cannot be detected for this limitation.
The data obtained by the cameras processing the images acquired are shown in Figure 13. They
are the number of transits detected and counted every 10 minutes.
Due to privacy reasons, no image of passengers was taken, but only anonymized information.
Besides, it was not possible to store the acquired videos for later processing and precise counting
verification and assessment of real ground truth. However, it is worth noticing that the detected
number of transits were verified by Aitek staff: indeed, while the Vivotek cameras detected and
counted people passing through the monitored area, Aitek staff in the station manually counted
the same transits to double check consistency with the automatic counting. Cameras
performances, verified in this way, demonstrated to be in agreement with the in-lab tests, with an
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error rate below the threshold considered acceptable for this type of measurements, which is
10%.
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Figure 16 Number of transits detected (going down in orange, going up in grey).

4.3.2

Deep Learning Processing Over Visible Images

Deep learning is applied to process images from RGB cameras installed in realistic scenarios (i.e.
at SIIT premises during the general assembly and the workshop) or in a metro station, the real
applicative scenario considered in the project.
A number of sequences recorded by Metro de Madrid by their own video surveillance cameras
have been analysed as a field test for the proposed people flow analysis and crowding monitoring
solution. The observed scenes are a mix of escalators, used by people both going down and
going up, and train platforms. The goal in escalator scenes is to provide an estimate of the number
of people that used the escalator in a given time interval (e.g. 5 minutes), while in the train platform
scenes the goal is to give an estimate on the level of the crowding (low, medium, high) near in 1
minute intervals. The total number of scenes analysed is 22, where 18 are escalator scenes and
4 are train track scenes. The recordings are taken in the Chamartin Station during 24th September
2019. Image resolution is 352x288 pixels for each video frame.
To reach the proposed goal in escalator scenes two different approaches have been used:
•
•

a deep neural network trained to localize people heads in pictures has been used. The
adopted approach was previously tested in OnAIR lab and then at SIIT premises during the
project (Figure 17):
another deep neural network trained to localize people (entire body instead of only head). This
approach was previously tested in Aitek and at SIIT (Figure 18).
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Figure 17 Transit count by means of heads detection.

Figure 18 Transit count by means of person detection.

Compared to a simple head counting application, in this final test a virtual gate is placed at such
a position that the heads of people using the escalator are forced to pass in a defined rectangular
area with minimal to no occlusion. The network is trained on a small random subsample of frames
captured from these new videos and on large publicly available datasets collected from the
literature. Such a system is able to detect heads with more than 90% of cross-validated accuracy.
An example of the virtual gate (in blue) and a typical detection is provided in Figure 17 and Figure
18.

Figure 19 Number of transits detected at a virtual gate and ground truth.
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By counting the number of heads passing in the region of interest and discounting for multiple
detections of the same head, the system is able to produce an accurate profile of the people flow
in each 5 minutes interval of the observed periods. An example of the output of the system is
provided in Figure 19, compared with the “ground truth” obtained by visual inspection of the video
itself. The plot refers to a specific camera, but we observed very similar results among all the
others (about 10% of mean absolute percentage error, MAPE). Errors were mainly due to
occlusions (missing counts) and to double counts of the same head.
Since the images are used only for visual qualitative inspection of the algorithm, the proposed
system does not store them, thus avoiding privacy issues, and provide just the flow profile
information. Moreover, since the system is able to sustain a frame rate high enough to follow
heads moving at average human speed, it could be used in a real time monitoring application.
A similar solution is proposed for the train platform scenes. A deep neural network is trained to
classify a frame (or a given region of interest inside a frame) as containing a crowd of different
levels of density, from low to high. This classification follows from the creation of a training set
from both randomly sampled frames from the videos and images collected from the literature. The
images in the training set have been classified has having a low crowd level when there were less
than 5 people, a medium level from 5 to 15 people and as having a high crowd level when there
were more than 15 people.
The trained system is then able to inspect every frame of a video in real time and produce a
classification of the crowd level inside a region of interest, in this case a region near the train
track. A profile similar to the one provided by the previous system can be given as output where
the crowd level in a 1-minute interval is the statistical mode of the classified levels in all the video
frames analysed in the given minute. Both systems can obviously work at different time intervals.
An example of a scene and the corresponding classification can be seen in Figure 20.

Figure 20 Crowd intensity estimation (1).

Moreover, Aitek used the network trained to detect people also for crowd intensity estimation. The
output of the video processing is the number of persons in the monitored area (Figure 21). After
that, the crowd intensity level is estimated applying a thresholds mechanism.
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Figure 21 Crowd intensity estimation (2).
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5. MODEL VALIDATION
One of the main activities carried out during the FAIR Stations project is related to the modelling
and simulation of users’ behaviour in the railway and metro station of Chamartín, in Madrid. The
model developed during T4.2 activities was based on different assumptions and a limited data
set, including the number of users passing through the turnstiles (located at the metro station
entrance) and the percentages of PRMs over the whole population of users (data collected
through surveys and other research carried out during WP2 activities). In order to define the real
behaviours of the users, additional information is needed about how they move and the choices
they take.
An example is the distribution of people flows in the environment: in T4.2 users were equally
distributed along the possible paths. For instance, if a user wants to go to another floor and there
are four possible options (e.g. for escalators), then the probabilities were evenly distributed (so
each escalator has the 25% chance of being chosen). The validation activities of the models aim
to recreate the real conditions that occur during the peak hour of a typical day of the week, but
new data are then required:
•

People flow, in order to understand how they move in the environment and to establish
their path choices (e.g. how many passengers choose a specific escalator or a stair).
• Density levels at platforms, detecting how many passengers are waiting for trains.
• Intermodal users, how many users aim to change means of transport.
The validation activities have been carried out basing only on the metro station infrastructure, as
data could be collected only in this environment. Nevertheless, the intermodal aspect of
Chamartín station is not negligible, so the flows of people changing means of transport have been
considered as well.
In the following sections, the data collection campaign and the modelling activities will be
described. Finally, a comparison between the real conditions and the simulated ones will be
carried out.

5.1 Input Data Collection
The data collected and used during the modelling and simulation activities carried out during T4.2
activities were representative of a qualitative condition. This means that the flows in the
environment have not been deeply investigated, but the data available on people flow were only
based on the total amount of visitors in the infrastructure during the reference time considered.
Nevertheless, the simulations carried out in T4.2 take into account several factors that have
allowed faithfully representing the people behaviours and interactions with the environment. This
was possible thanks to a campaign of observations (both on field and through video recordings),
which aimed to measure and collect information on the time required to complete the actions that
any user can face in the station environment (e.g. ticket purchase time, boarding and alighting
time). In particular, the data collected referred to:
•
•
•
•

•

Users’ nominal and maximum speed.
Users encumbrance (the space occupied by each user category is different).
Alighting and boarding time on railway and metro trains.
Required time to complete different operations, such as:
o Purchase of a ticket at ATM.
o Purchase of a ticket at ticket office.
o Alighting time on railway and metro trains.
o Boarding time on railway and metro trains.
Preferences on how to change floor way to change floor between:
o Stairs.
o Escalators.
o Elevators.
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• Reaction time in case of an emergency.
Each parameter is set ad hoc for each user category (8 categories), characterized by a specific
type of impairment. Detailed data were provided in D4.1.
First of all, the number of users accessing the metro station was provided by MDM (Figure 22 and
Table 4), which counted how many people passed through the turnstiles during the reference day
(September 24th 2019).

Figure 22 Number of passengers arriving at the metro station on September 24th.
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Table 4 Number of passengers per hour.

Time interval

Number of users

24/9/19 6:00

838

24/9/19 7:00

3197

24/9/19 8:00

4176

24/9/19 9:00

2360

24/9/19 10:00

919

24/9/19 11:00

727

24/9/19 12:00

776

24/9/19 13:00

1057

24/9/19 14:00

1415

24/9/19 15:00

1343

24/9/19 16:00

1060

24/9/19 17:00

1308

24/9/19 18:00

1922

24/9/19 19:00

1519

24/9/19 20:00

1031

24/9/19 21:00

710

24/9/19 22:00

457

24/9/19 23:00

262

25/9/19 00:00

118

The data gathered in the validation campaign focus on people flows in the real environment. The
video recordings of the CCTV system of Chamartín metro station have been processed to
measure the flows and identify the paths followed by users. Aitek and OnAIR followed two different
approaches to collect the routing data:
•

Aitek has installed a 3D stereo camera in proximity of a stair and two escalators (one going
up and one going down) and has counted the transits in both directions.
• OnAIR has counted the transits through each escalator and stair by processing the video
recordings provided by MDM during the morning peak hours through specific AI algorithms
based on Neural Network, trained to detect people heads.
The data used in the model are based on the results of the video processing by OnAIR, integrated
with the people flows counted by the 3D camera installed in the Chamartín metro station by Aitek.
Table 5 and Table 6 show the transits detected. Based on these data, people in the simulation
environment were then distributed along all the possible paths, assigning them specific actions
and destinations. The probability distribution of the choices by the users in the simulation
environment is based on the percentages reported in Table 7. These probabilities will feed the
model; then the number of transits through each escalator/stair obtained in the simulations will be
compared with the figures reported in Table 5 and Table 6.
Table 5 Incoming flows.

Start date time

End date time

Time interval
[10 min]

Estimated number of users
C1

C4
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C8

C10

C12

C13

C16

C17
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24/9/19 7.00

24/9/19 7.10

1

197

4

131

178

74

23

56

22

18

27

24/9/19 7.10

24/9/19 7.20

2

284

9

109

218

95

25

82

24

14

40

24/9/19 7.20

24/9/19 7.30

3

167

8

219

341

124

46

81

67

41

35

24/9/19 7.30

24/9/19 7.40

4

253

7

209

342

152

35

112

69

27

69

24/9/19 7.40

24/9/19 7.50

5

301

11

215

274

198

20

163

55

50

40

24/9/19 7.50

24/9/19 8.00

6

385

13

329

328

188

56

137

91

37

104

24/9/19 8.00

24/9/19 8.10

7

377

9

135

331

153

64

147

58

23

46

24/9/19 8.10

24/9/19 8.20

8

281

23

210

269

169

73

138

62

33

74

24/9/19 8.20

24/9/19 8.30

9

377

27

383

395

214

45

111

109

45

160

24/9/19 8.30

24/9/19 8.40

10

214

9

193

208

179

82

126

93

38

79

24/9/19 8.40

24/9/19 8.50

11

400

15

391

369

217

59

151

92

31

72

24/9/19 8.50

24/9/19 9.00

12

308

12

200

261

178

56

142

79

38

64

7039

147

2724

3514

1941

584

1446

821

395

810

Total

Table 6 Outgoing flow.
Estimated number of users

Time interval
[10 min]

C2

C3

C5

C7

C9

24/9/19 7.10

1

103

4

19

158

24/9/19 7.10

24/9/19 7.20

2

84

11

15

24/9/19 7.20

24/9/19 7.30

3

95

19

24/9/19 7.30

24/9/19 7.40

4

134

13

24/9/19 7.40

24/9/19 7.50

5

122

24/9/19 7.50

24/9/19 8.00

6

24/9/19 8.00

24/9/19 8.10

7

24/9/19 8.10

24/9/19 8.20

24/9/19 8.20

24/9/19 8.30

24/9/19 8.30

Start date time

End date time

24/9/19 7.00

C11

C14

C15

C18

104

25

25

53

48

164

124

42

28

80

66

24

197

132

33

36

81

65

32

166

154

35

35

95

85

9

24

260

199

64

61

119

114

145

18

25

246

170

70

48

109

79

105

21

36

272

167

33

39

104

89

8

117

24

29

325

235

60

84

116

131

9

152

14

21

369

218

96

58

137

101

24/9/19 8.40

10

136

47

30

331

237

81

56

190

142

24/9/19 8.40

24/9/19 8.50

11

146

26

26

288

216

85

48

119

90

24/9/19 8.50

24/9/19 9.00

12

136

28

18

261

228

50

57

131

94

3405

234

299

3037

2184

674

575

1334

1104

Total
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Table 7 Probabilities of people distribution for each path (escalators and stairs).
Incoming flow
Floor

Camera

Outgoing flow
Percentage

Floor

Camera

Percentage

M0-M1

C1

100%

M0-M1

C2

83%

M1-M2

C4

6%

M1-M2

C3

44%

M1-M2

C6

44%

M1-M2

C5

56%

M1-M2

C8

50%

M1-M2

C7

139%

M2-M3

C10

55%

M2-M3

C9

79%

M2-M3

C12

16%

M2-M3

C11

21%

M3-M4

C13

54%

M3-M4

C14

34%

M3-M4

C16

31%

M3-M4

C15

100%

M3-M4

C17

15%

M3-M4

C18

66%

It can be noticed in Table 7 that sometimes the sum of the flows per floor is not 100%. This is due
to several reasons: flows from incoming metro trains – which increase the total intensity of the
flows coming from the other floors –, when the total is larger than 100% (e.g. Outgoing flow M1M2); flows to metro trains, to different metro lines or to trains, when the total is smaller than 100%
(e.g. Incoming flow M2-M3).
The crowd density at the platforms was measured via estimation of the number of people waiting
for a train, by counting the people recorded by the cameras on the platforms. The methodologies
used are described in detail in §3.2. In order to comparison the results, three levels of density are
identified (1 = low, 2 = medium, 3 = high). Therefore, the data are normalized and approximated
in order to identify three possible values (1, 2 or 3). The results provided by Aitek and OnAIR are
reported in the graphs below, where they are compared.
The two approaches provide results which are in very good agreement in some cases (Figure
23), while they disagree when looking at the density levels. The differences can be justified by
the fact that the two approaches used are very different. Aitek did not do any special training for
the neural network algorithms used, while OnAIR did. Besides the technique used by Aitek looks
for the whole body of the person, while the one used by OnAIR is focused on head, which is much
more effective when occlusions occur, as in the case of a crowd standing at a train platform.
Furthermore, density is an estimation based on the number of people counted in the foreground,
but cannot take into account if the entire platform has the same density level.
For this reason, model validation activities will be carried out by comparing the results of the
simulations with the results obtained by OnAIR.
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Figure 23 Density levels for line 1a (floor -4).

Figure 24 Density levels for line 1b (floor -4).
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Figure 25 Density levels for line 10a (floor -2).

Figure 26 Density levels for line 10b (floor -2).

Additional information is taken into account for the validation of the model:
•

Incoming people flow: Chamartín is an intermodal station that offers the opportunity to
choose different means of transport (trains, metro, buses, taxi and private vehicles). The
data regarding origin and destination of the users are obtained by the camera C25, which
records people flow passing through the main entrance. The difference between this
measure and the turnstiles data gives the number of users arriving from the railway station
underpass, which connects the railway platforms to the metro station.
o Passengers from underpass = 89%
o Passengers from main entrance = 11%
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•

•
•
•
•

•

Outgoing people flow: as for the incoming people flow, the passengers who want to
change means of transport (in this case from the metro to a train) are obtained as the
difference between the data collected by camera C2 (that works like a virtual gate for
people going out, exactly like the turnstiles) and the data collected by C25 (passengers
leaving the station from the main entrance).
o Passengers to underpass = 15%
o Passengers to main entrance = 85%
Elevator Capacity: the maximum capacity of an elevator is now set equal to 13 persons (7
was considered at an earlier stage)
Number of turnstiles: the videos recorded by the CCTV system of MDM show that there
are 9 turnstiles (one of them is dedicated to wheelchair users), which people entering the
metro station must pass through.
Number of ticket vending machines: the videos recorded by CCTV system of MDM show
that there are 6 ATMs.
Time spent at turnstiles: the operations are very quick as observed in the video footages;
for this reason, the time needed to validate the ticket is uniformly distributed between 1
and 3 seconds. Wheelchair users need a longer time (uniformly distributed between 4 and
6 seconds).
Time spent at ticket vending machines: the time required to buy a ticket is very variable.
This means that the procedures are not particularly familiar and intuitive. The time set at
the ATMs is uniformly distributed between 20 and 40 seconds.

5.2 Modelling Activities
The structure of the model has been kept almost unchanged for the metro station (details are
provided in D4.1). While the railway station environment and any related services have been no
longer considered (excepted for the underpass).
The data collected and reported in the previous section are then integrated in the revised model.
People flow distribution
People flows are distributed in accordance with the choices of the users (Table 7). The strategy
adopted in modelling phase envisages the introduction of the probabilities calculated directly in
the splitting blocks of the flowcharts and then the assignment of a specific destination to the
persons going out to each the exit (e.g. a specific metro train can be assigned). The figure below
shows how a splitting block of the flowchart has been set.
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Figure 27 Sorting people and assigning the metro train.

In some cases, this simple solution cannot be adopted because passengers coming from the
metro trains affect the number of transits, which cannot be neglected. This generally causes an
increase in the flow passing through stairs and escalators. Therefore, special functions were
prepared in order to obtain the percentages reported in Table 7.
Incoming and outgoing people flow
The users of the metro station can arrive from three possible origins:
• Railway station.
• Main entrance.
• Metro trains.
People arriving from the first two sources must pass through the turnstiles, whose data were
collected by MDM (as previously mentioned) and reported in the previous section. While the exact
number of persons arriving from the metro trains is not available. Therefore, it was assumed a
number of users, based on the metro train frequencies and the total amount of persons counted
by the camera C2 (which records the people leaving the station after passing through the
turnstiles). The following table finally reports the number of passengers coming from each
possible origin and the frequencies of the metro trains.
Table 8 People flows (flows from railway and metro trains are per each train).

From

7:00-8:00

8:00-9:00

9:00-9:30

Railway trains

Uniform [64; 72]

Main entrance

Uniform [348; 356] Uniform [455; 463] Uniform [256; 264]

Metro trains

Uniform [17; 25]

Uniform [24; 32]

Uniform [17; 25]

Metro frequency [min]

Uniform [2,5; 3,5]

Uniform [2,5; 3,5]

Uniform [2,5; 3,5]

Railway trains arrivals

Uniform [75; 83]

Uniform [46; 54]

Refer to the time table used in D4.1

In addition, people arriving in the station from the metro trains may want to change metro line;
therefore, this possibility has been also taken into consideration. The percentage of users who
want to change metro line is set at 17%, a percentage estimated after several iterations which
allowed obtaining a good approximation of the real scenario.
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Data about people boarding and alighting from each metro line, and the number of people
changing metro line are necessary in order to obtain an exact representation of reality.
Nevertheless, the results obtained from the validation campaign are very good and then
considered satisfactory to validate the model.

5.3 Simulation Campaign and Validation of the Results
The simulation campaign envisages the comparison of multiple runs in order to obtain results not
affected by stochastic events. The validation campaign is based on the achievement of two main
KPIs:
1. People flows through each stair/escalator: the data obtained will be compared with the
measures obtained from the video processing in a qualitative and quantitative way.
2. People density at metro platforms: the density levels at platforms are established by
convention and are only qualitative measures. These levels cannot take into account the
condition of the whole platform density, but they are estimated based on the conditions
visible in the foreground of the images recorded by the cameras. While the density levels
obtained from the simulations take into account the full platform in the same way.
In addition, other relevant outputs will be also described in order to provide a complete overview
of the results.
It is important to highlight that the simulation period starts at 7:00 am and finishes at 9:30 am,
while the videos recorded by the cameras cover the time frame 7:00 am – 9:00 am. Therefore,
the number of transits is expected to be higher in the simulations due to the longer time
considered.
People flows for each stair/escalator
In this section, the results obtained on people sorting will be discussed. In order to collect the
data, a virtual gate was positioned in front of each stairway / escalator to count the people crossing
it, exactly as if it was a 3D camera.

Figure 28 Some of the virtual gates used in the model.
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Figure 29 shows the results obtained from the simulations. In particular, this graph refers to the
users entering the station to take a metro train. The simulation results are very close to the realworld data. The data are more accurate in the upper floors, where the influence of passengers
arriving from the metro trains is low; while in the deeper floors the data are more affected by these
users.

Figure 29 Incoming flows counted by the cameras and by the virtual gates.

Figure 30 shows the number of transits recorded by the virtual gates and by the video processing
of the cameras. The trends are almost the same for both simulation and real-world data (excepted
for C18 camera). A more in-depth analysis highlights that the proportionality of the results is not
fully clear (while it was fully clear in Figure 29). In fact, two macro trends could be distinguished:
the first one for the C3, C5, C7, C9 and C11 cameras, and the second for the C14, C15 and C18
cameras. The first group seems to be characterized by a fixed dependency, while a relation
among the results cannot be determined in the second group. Exactly as in the previous case,
the deeper floors are more affected by the flows coming off the trains. To reach a closer
agreement, precise data should be required, regarding the exact number of passengers who get
on and off each train. However, this information is not available. Nevertheless, the distribution of
people flows in the station is in good agreement with the data obtained from the video processing
of the Chamartín cameras.
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Figure 30 Outgoing flows counted by the cameras and by the virtual gates.

People density on metro platforms
The analysis of results must take into account that the density levels detected by the cameras are
affected by the local condition of the processed area (i.e. the foreground area), this means that it
is not possible to asses exactly the density in the whole platform by video processing. The Figure
31 and Figure 32 show the comparison between the results of the simulations and the data
collected by the video processing: they do not follow exactly the same trend. The differences are
also due to the fact that data regarding the exact number of passengers per line are not available.
Therefore, it is possible that more users than those considered are interested in taking a train of
the line 1.

Figure 31 Plot of crowd density levels at the platform of line 1a.
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Figure 32 Plot of crowd density levels at the platform of line 1b.

The results obtained for line 10 (Figure 33 and Figure 34) have comparable density levels. The
simulation results in this case are closer to the conditions detected by the cameras (both for
density and people flows). This may mean that the conditions modelled and simulated are
particularly representative of the reality in the upper floors of the stations, while the conditions in
the deeper floors are more prone to error due to the lack of precise data regarding the number of
users of line 1 (in both directions).

Figure 33 Plot of crowd density levels at the platform of line 10a.
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Figure 34 Plot of crowd density levels at the platform of line 10b.

Other relevant outputs
The outputs of the simulations provided further interesting data:
•

•

People entering the station: the number of users arriving in the station increases during
the peak-hour (8:00-9:00 am) and then decreases. The flow is not regular in time; this is
due to intermittent incoming flows from the railway trains. Each train releases a great
number of passengers (wave) who reaches the metro station from the underpass.
Therefore, each wave is responsible of a discontinuity in the graph shown in Figure 35.
People leaving the station: the number of people who leave the metro station reaches the
maximum during the peak hour (8:00-9:00 am); however, this is no as clear as for the
People entering the station graph. This represents what happens in the real conditions of
the stations. Table 6 shows that the number of transits counted by the C2 camera is almost
constant.

Figure 35 Number of users entering and leaving the station.
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•

Density maps: the following figures show the density maps at the end of the peak hour
(9.00 am). The critical density level is set at 2 persons per square meter.

Figure 36 Density map of the access floor and the underpass (M0 and M1).

Figure 37 Density map of the line 10 floor (M2).

Figure 38 Density map of the floor that connects line 10 and line 1 (M3).
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Figure 39 Density map of the line 1 floor (M4).

•

Turnstile area density: this area represents a bottleneck. The turnstiles are located close
to the stair and the escalators that provide access to the metro station from the top floor
(M0). During the simulation campaign carried out in Task 4.2, this area showed a critical
level of density. The validation campaign confirms that the turnstiles are an obstacle to
the regular people flow, but the density levels are not as critical as they were initially
assessed. The most obvious reason is related to the fact that the time needed to validate
the ticket is less than that estimated in Task 4.2.

Figure 40 Turnstile area density level [pedestrians per square meter].
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Figure 41 Detail of the density map in the turnstiles area.
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6. CONCLUSIONS
Transit detection: methodology comparison
•
•
•
•

Using the distance information, a 3D camera can give satisfactory results when it cannot
be installed to have a top-down view, then the gate is passed when a person comes close
or gets away from the camera.
A top-down view can avoid occlusion problems and can work even with a traditional 2D
camera and background subtraction, but it may be harder to install and prone to errors
with difficult lighting conditions.
State of the art results involve a deep learner for people detection followed by an object
tracker but it can be implemented only if enough computational power is available.
Traditional algorithms using background subtraction can give satisfactory results in ideal
lighting conditions while being faster.

Crowd detection: methodology comparison
•
•
•
•

Deep Learning approaches require properly designed and trained neural networks but can
lead to improved performance compared to traditional approaches.
They also provide greater robustness to common computer vision issues such as
occlusions and object splitting or merging.
Depending on application scenario requirements, the more complex networks (deep
learners) may have demanding processing resource requirements for real-time use.
However, suitable trade-offs between resource requirements and network performance
can be found in many cases.

Deployment in real applicative scenarios
•
•
•

•

•
•

Already existing CCTV security system can be exploited to avoid new cameras installation,
but there are severe constrains about cameras already in place.
Such cameras may be old and thus be able to acquire image with a poor resolution, that
may not be sufficient for the processing. Obviously traditional video security systems do
not include three-dimensional cameras.
Such limitation regards mainly position and orientation of the camera as security
enforcement and crowd management are different goals and therefore different
requirements, the same camera may not be usable for both purposes. Moreover, as
already noted the quality of the images acquired is another quite severe limitation to the
use of already available cameras.
Use of cameras for video monitoring and control has also several issues related to privacy,
as already discussed. Appropriated actions must be carried out to preserve and guarantee
the anonymization of the collected and processed data. Using already existing cameras,
if possible, avoids the need to add further ones while the privacy issues has been solved,
as such cameras are already installed and working.
Physical limitation to the installation of new cameras can affect the reliability of the
selected technology, as demonstrated when Vivotek cameras were installed at Chamartín
station.
Using the distance information, a 3D camera can give satisfactory results when it can be
installed to have a top-down view (as demonstrated using the Vivotek camera).
Alternatively, when a top-down view is not possible, the transit is detected when a person
comes close or gets away from the camera (as demonstrated using the RealSense
camera).

Crowd modelling
•

Very large infrastructures can be simulated based on real world data. More accurate the
data and more faithful the results of the simulations are.
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•

•

Large heterogeneous crowds can be simulated, also in emergency situations. People
behaviours can be reproduced in the model taking into account their physical
characteristics and their movement difficulties, simulating a large set of accessibility
issues.
Critical issues in the infrastructure can be identified. Crowd modelling can be a very
important tool in the design phase, because it allows designers and planners to analyse
how persons will move in the areas of the infrastructure and how they will use the available
services. The results of the simulation can highlight critical issues (e.g. areas not
accessible and bottlenecks), in particular during emergency situations requiring an
evacuation, that require different layouts to be resolved.
Different scenarios can be virtually tested. As already said, crowd modelling is a useful
tool in design phase to test the efficiency of possible solutions (including technologies,
procedures, layouts, etc.). Furthermore, it can be used also to test retrofitting solutions for
existing buildings. For example, it is possible to perform invasive or non-invasive
interventions to improve the efficiency of crowd flow management. Invasive solutions
involve the construction of structural interventions (such as the addition of new stairs,
escalators, or elevators, if not even the demolition and construction of new areas), while
the non-invasive ones aim to improve the efficiency of the current environment, adopting
less invasive solutions (for example by implementing more efficient signage based on
smart signals that can suggest people how to reach their destination easily and in less
time).

6.1 Privacy Issues
Surveillance in its various forms is increasingly embedded in our life and much of our daily activity
is monitored in some way, generally with practical reasons such as security. However, as
surveillance increases, so too does the risk of misuse of personal information gathered, both
intentionally and unintentionally. So, the general public tend to be sceptical when additional
surveillance measures are introduced in public spaces.
The issue of unintentional video surveillance is addressed in many cases by image processing
systems built into surveillance equipment, capable of removing or scrambling areas of an image
which should not be monitored. While this may be helpful in certain circumstances, in the context
of video-based crowd monitoring where members of the public are intentionally observed, there
is a risk the information gathered has utility beyond the intended purpose of the system. Perhaps
a preferable scenario would be one where the information gathered is adequate only to perform
the intended task.
Considering privacy concerns around surveillance technologies, we can compare a system using
standard RGB cameras to one using 3D depth cameras. In RGB images the types of personal
information visible may be skin and hair colour, face, gender and some indication of age. In
comparison, the depth image gives us a silhouette of each person from which we could gather
information about the height and shape of a person, but little else of personal significance. If we
consider now how this information can be used, in the case of RGB cameras, the movements and
behaviour captured by the system would, apart from providing the desired crowd tracking
information, be linked to an array of photographic images of the individuals. The personal
information contained in these images could be compared with a database of known persons
containing similar types of information, such as that maintained by police, and combined with the
time and place of observation could be used to resolve their identity.
Comparing this with the 3D depth camera case, each individual’s activities would be associated
with information about their height and shape, and while this type of information may also be
contained in some identification databases it is unlikely to be sufficient to provide a definitive
identification. From this it seems that if the information available in the depth image is sufficient
to perform the intended crowd monitoring task then there are inherent privacy benefits in using
this technology over standard cameras.
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