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Executive Summary
The Task 3.2 activities respond to the objective b in workstream 2 of the project call for proposal
S2R-OC-IP2-02-2020 on the Alternative Bearers (ABs) and Communication Protocols for rail
applications. The main achievements are described in this deliverable. The main objective of this
activity is to put into evidence the main issues related to the coexistence of sub-networks (on board
and on the network side) adopting different IP addressing schemes i.e., IPv4 and IPv6. The
interworking problem is well known in the current networking practices and it has been well
investigated in several and somewhat complicated network scenarios. Many solutions to solve the
inter-working problem have been proposed in the IETF forum since from the introduction of the
IPv6 protocol for replacing IPv4. During Task 3.2 activities we have tried to focus (isolate) only
those (updated) IPv4/IPv6 interworking techniques that we believe can be useful and adopted in the
ACS context. This deliverable summarizes the main findings from this activity.
The document is organized as follows. After a short review of IPv4 and IPv6 addressing schemes
evidencing the main differences in the headers of the two protocols, the topics analyzed in this
document are:
1.
2.
3.
4.

Typical IPv4/IPv6 networking scenarios;
Review of techniques for IPv4/IPv6 translation: protocol translation and tunneling;
IETF proposed techniques for IP address re-mapping: IETF EAMT and SIIT approaches;
Performance analysis of the main open-source software tools available on Linux OS for protocol
conversion; analysis is based on results available in the literature and a detailed discussion on the
performance of the Jool opens source software has been discussed.

One viable proposal for the ACS network to include IP address translations by stateless/stateful
devices has been presented. It is evidenced the proposed architecture is quite general and remains
un-modified in the rail scenarios (i.e., mainline/high speed, urban/metro, regional and station/yard)
where ACS can be deployed. The problem of correct SIP operations in IPv4/IPv6 network scenario
has been also investigated in detail by reporting and reviewing the most important techniques
proposed by IETF no later than February 2020. The most important one is based on the adoption of
STUN/TURN servers “orchestrated” by the ICE methodology for generating the SDP offer.
Results presented in this Deliverable will be used, if and when necessary, in the remaining WP3’s
tasks to evaluate the achievable performance of transport and application protocols (i.e., the
throughput).
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1. Introduction
This document constitutes the Deliverable D3.2 “Analysis of IPv4-IPv6” according to Shift2Rail
Joint Undertaking programme of the project titled “Alternative Bearer for Rail” (Project Acronym:
AB4Rail, Grant Agreement No 101014517 — IP/ITD/CCA — IP2). On 22nd July 2020, the
European Commission awarded a grant to the AB4Rail consortium of the Shift2Rail / Horizon 2020
call (S2R-OC-IP2-02-2020). AB4Rail is a project connected to the development of a new
Communication System planned within the Technical Demonstrator TD2.1 of the 2nd Innovation
Programme (IP2) of Shift2Rail JU: Advanced Traffic Management & Control Systems.
The IP2 “Advanced Traffic Management & Control Systems” is one of the five asset-specific
Innovation Programmes (IPs), covering all the different structural (technical) and functional
(process) sub-systems related to control, command, and communication of railway systems.
1.1 Purpose and scope of the document
Starting from the review and analysis of the IPv4/IPv6 interworking issues in the context of ACS
system, the main purpose of this activity is the identification of a viable network solution for ACS
to guarantee coexistence among IPv4-only and IPv6-only hosts/applications. The considered
architecture should be based on the best practices, protocols and procedures suggested by IETF for
solving the (persistent) problem of IPv4/IPv6 transition. Particular attention should be devoted to
the identification of approaches for solving the problem of correct SIP/SDP protocol operations over
IPv4/IPv6 networks.
1.2 Document organization
Section 2 introduces the technological context of IP-based networks. Section 3 reviews the
addressing scheme of IPv4 and IPv6, while Section 4 focuses on IPv4 and IPv6 coexistence and it
describes possible strategies to allow the IPv4-IPv6 protocol interworking. Section 5 analyzes the
translation process of IPv4-IPv6 protocols basing on stateless and stateful translation technique.
More details are reported in Appendix A. Section 6 summarizes the tunnelling mechanism in IPbased networks and to be adopted when source and destination networks implement the same IP
protocol version. Section 7 provides a preliminary analysis of performance evaluation of IP
translation techniques, reporting the most popular conversion tools.
Section 8 describes how ACS can adopt IPv4/IPv6 translation schemes, in terms of interworking,
connection setup and segregation of IPv4 applications/hosts. More details are reported in Appendix
B. Section 9 provides the methodologies to manage the applications with the SIP signaling protocol
and describes who it is implemented when firewalls are present. Finally, the conclusions are
reported in Section 10.
1.3 Reference Documents
Table 1: Reference Documents.
Document Number
RD-1
RD-2

Document Description
AB4Rail Grant Agreement Number 101014517 - IP/ITD/CCA - IP2
AB4Rail Consortium Agreement
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2. The technological context
Since the early nineties, Service Providers, manufacturers and standardization bodies have
investigated on the necessity of introducing a new IP protocol. A lot of standardization effort has
been conducted, especially within the IETF (Internet Engineering Task Force), to adopt IPv6 by the
Internet community. IPv6-related standards are consolidated since from many years but the
deployment phase of IPv6 is slow even though migration strategies have been explored within
several IETF’ Working Groups. Nevertheless, this effort laid essentially stress on the migration of
connectivity services and not the above deployed services. Concretely, problems related to
migrating high level services like VoIP (Voice over IP) and TV broadcasting, built upon IP
infrastructures composed of heterogeneous nodes (e.g., IPv4 and IPv6 ones), has benefited during
the years of a large number of investigations by the Internet community. Several initiatives have
regarded the modifications to be included in the main network services such as DNS (Domain Name
Service), Dynamic Host Configuration Protocol (DHCP), Firewalls as well as some important
protocols such as FTP (File Transfer Protocol) and the SIP/SDP protocol.
In the ACS context, the IPv6 should be selected as the default network addressing scheme and all
ACS devices, including the ACS-GW, should be IPv6 based and/or in the more general case they
should support both IPv4 and IPv6 (i.e., the dual stack option). However, the coexistence of
IPv6/IPv4 with IPv4-only devices should be considered even in ACS. In this case the ACS network
architecture should be revised to allow inclusion of IPv4-only hosts/applications. This is one
objective of this activity together with the investigation of the strategies for SIP/SDP transition in
IPv4/IPV6 network scenarios.
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3. IPv4 and IPv6 addressing schemes: a short review
The Internet Protocol (IP) (IETF RFC 791 [1]) is designed for use in interconnected packet-switched
communication networks. The IP allows the exchange of datagrams (from source(s) to
destination(s)among hosts identified by fixed length addresses. The IP is a simple protocol
providing fragmentation and reassembly of long datagrams for transmission through “small packet”
networks.
The IP functionalities are limited in scope and are restricted to guarantee the delivery of internet
datagrams from a source to a destination over an interconnected system of networks. At IP layer no
mechanisms are included to guarantee end-to-end data reliability, flow control, sequencing, or other
services commonly found in transport (or host-to-host) protocols.
The two basic functions of the actual IP version 4 (IPv4) are: addressing and fragmentation. The
internet devices use the addresses carried in the datagram (or packet using modern terminology)
header to transmit them toward their destinations. The selection of the path for transmission is called
routing which occurs as detailed in IETF RFC 791, i.e.:
(quoted from IETF RFC 791) “The model of operation is that an internet module resides in each
host engaged in internet communication and in each gateway that interconnects networks. These
modules share common rules for interpreting address fields and for fragmenting and assembling
internet datagrams. In addition, these modules (especially in gateways) have procedures for
making routing decisions and other functions. The internet protocol treats each internet datagram
as an independent entity unrelated to any other internet datagram. There are no connections or
logical circuits (virtual or otherwise).”
IP version 6 (IPv6) is the new version of the Internet Protocol. It has been designed as the successor
to IPv4 and it is specified in IETF RFC 2460 [2]. The changes introduced in IPv6 can be categorized
as follows [2]:
•

Expanded Addressing Capabilities. The IP address size in IPv6 is increased from 32 bits to 128 bits;
this allows to support more levels of addressing hierarchy, a larger number of addressable nodes,
and permits simpler auto-configuration of addresses. In addition, the scalability of multicast routing
is improved with the introduction of the "scope" field into multicast addresses. Furthermore, a new
type of address called "anycast address" is defined. It can be used to send a packet to any one inside
a group of nodes.

•

Header Format Simplification. Some fields in the IPv4 header have been dropped or made optional;
this allows to reduce the processing cost of packet handling and to limit the cost of the IPv6 header
in terms of bandwidth.

•

Improved Support for Extensions and Options. The way IPv6 header options are encoded allow:
more efficient forwarding, less stringent limits on the length of options, and improved flexibility for
introducing new options (if necessary).

•

Flow Labeling Capability. The capability of labeling the packets belonging to particular traffic
"flows" has been introduced; this allows to better manage the quality of service and/or to identify,
for example, "real-time" services.

•

Authentication and Privacy Capabilities. IPv6 specifies extensions to support authentication, data
integrity, and (optional) data confidentiality.

The IETF RFC 2460 document [2] specifies the basic structure of the IPv6 header only as well as
the initially defined IPv6 extension headers and options. Basic routing mechanisms in IPv6 are
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unchanged with respect to IPv4. The RFC 2460 also discusses packet size issues, the semantics of
flow labels and traffic classes, and the effects of IPv6 on upper-layer protocols.
The general relation of IP protocols with other protocols in the host side is depicted in Figure 1 in
RFC 791, [1].
Figure 1. Relation of IP with other Internet protocols.

As shown in Figure 1 the applications (e.g., Telnet, FTP, etc.) run on top of the protocol stack and
the IP stands above the local network protocol. Inside the (generic) network gateway the protocol
stack should be as in Figure 2.
Figure 2. Protocol stack in the generic network gateway.

It should be noted that in any implementation the IP protocol always includes the associated ICMP
signalling protocol.
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3.1 Motivations leading to the transition IPv4 to IPv6
IPv4 protocol is the most used protocol in actual Internet. The IPv4 specification dates back to 1981
and, obviously, it did not take into consideration of the success and the worldwide expansion of the
Internet thus leading to a number of problems. The most important are listed in the following points:
•

•

•
•

Scarcity of IPv4 addresses: IPv4 addresses use a 32-bit address space which, for routing reasons,
is divided into: network prefix and host suffix. With 32 bits it is possible to create about 4 billion
IPv4 addresses. However, some are reserved for a particular use such as: 0.0.0.0, 127.0.0.1,
255.255.255.255, 192.0.34.166 and the class 192.168.0.1/16. IPv4 address space is managed by the
Internet Assigned Numbers Authority (IANA) globally, and by five Regional Internet Registries
(RIRs) responsible in their designated regions for assignment of addresses to end users and local
Internet registries, such as Internet Service Providers (ISPs).
Security Issues: In 1981, current network security threats were not in the least foreseeable. To
overcome this problem, IP protocols has been “updated” for network security (Internet Protocol
Security or IPsec) and for data protection. In general, these are not built-in protocols and many of
them are proprietary and commercial.
Problems with address configuration: new devices use IP addresses (static or dynamic), so
configuration should be made as simple as possible.
QoS: Quality of Service (QoS) in IPv4 is based on the 8 bits of the Type of Service (TOS) field and
on the identification of the payload (the useful data transmitted). However, the field has limited
functionality and payload identification is not possible when the packet is encrypted.

The main differences between IPv4 and IPv6 have been summarized in Table 2.
Table 2: Main differences between IPv4 and IPv6.
IPv4
32-bit address length
Supports Manual and DHCP address
configuration
End to end connection integrity is
Unachievable
4.29×109 address space
Security feature is dependent on
application
Address representation of IPv4 is in
decimal
Fragmentation performed by Sender and
forwarding routers
Packet flow identification is not available
Checksum field is available
Includes broadcast Message Transmission
Scheme
Encryption and Authentication facility not
provided
header 20 bytes long (length can increase
in the case option field and/or padding are
used).

IPv6
IPv6 has 128-bit address length
It supports Auto and renumbering address
configuration
In IPv6 end to end connection integrity is Achievable
3.4×1038 address space
IPsec is inbuilt security feature in the IPv6 protocol
Address Representation of IPv6 is in hexadecimal
Fragmentation performed only by sender
Packet flow identification is Available; it uses flow
label field in the header
Checksum field is not available
multicast and any cast message transmission schemes
are available
Encryption and Authentication are provided
header 40 bytes long (fixed length)
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3.2 IPv4 and IPv6 headers
The headers of IPv4 and IPv6 are depicted in Figure 3 and Figure 4, respectively and the meaning
of the corresponding fields are detailed (from RFC 791 [1] and RFC 2460 [2]).
3.2.1

IPv4 header

The structure of the IPv4 header is depicted in Figure 3, [1].
Figure 3. IPv4 header.

•
•

•

•

•

•

Version (4 bit)
The first header field in an IP packet is the four-bit version field. For IPv4, this is always equal to 4.
Internet Header Length (IHL), (4 bit)
The IPv4 header is variable in size due to the optional 14th field (options). The IHL field contains
the size of the IPv4 header, it has 4 bits that specify the number of 32-bit words in the header. The
minimum value for this field is 5, which indicates a length of 5 × 32 bits = 160 bits = 20 bytes. As a
4-bit field, the maximum value is 15, this means that the maximum size of the IPv4 header is 15 ×
32 bits = 480 bits = 60 bytes.
Differentiated Services Code Point (DSCP), (8 bit)
Originally defined as the type of service (ToS), this field specifies differentiated services (DiffServ)
per RFC 2474 [3] (updated by RFC 3168 [4] and RFC 3260 [5]). New technologies are emerging
that require real-time data streaming and therefore make use of the DSCP field. An example is Voice
over IP (VoIP), which is used for interactive voice services.
Explicit Congestion Notification (ECN)
This field is defined in RFC 3168 [4] and allows end-to-end notification of network congestion
without dropping packets. ECN is an optional feature that is only used when both endpoints support
it and are willing to use it. It is effective only when supported by the underlying network.
Total Length (16 bit)
This 16-bit field defines the entire packet size in bytes, including header and data. The minimum
size is 20 bytes (header without data) and the maximum is 65,535 bytes. All hosts are required to be
able to reassemble datagrams of size up to 576 bytes, but most modern hosts handle much larger
packets. Sometimes links impose further restrictions on the packet size, in which case datagrams
must be fragmented. Fragmentation in IPv4 is handled in either the host or in routers.
Identification (16 bit)
This field is an identification field and is primarily used for uniquely identifying the group of
fragments of a single IP datagram. Some experimental work has suggested using the ID field for
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•

•

•

•

•

•

•

•

other purposes, such as for adding packet-tracing information to help trace datagrams with spoofed
source addresses, but RFC 6864 [6] now prohibits any such use.
Flags (3 bit)
A three-bit field follows and is used to control or identify fragments. They are (in order, from most
significant to least significant):
o bit 0: Reserved; must be zero.
o bit 1: Don't Fragment (DF)
o bit 2: More Fragments (MF)
If the DF flag is set, and fragmentation is required to route the packet, then the packet is dropped.
This can be used when sending packets to a host that does not have resources to handle
fragmentation. It can also be used for path MTU discovery, either automatically by the host IP
software, or manually using diagnostic tools such as ping or traceroute.
For unfragmented packets, the MF flag is cleared. For fragmented packets, all fragments except the
last have the MF flag set. The last fragment has a non-zero Fragment Offset field, differentiating it
from an unfragmented packet.
Fragment Offset (13 bit)
The fragment offset field is measured in units of eight-byte blocks. It is 13 bits long and specifies
the offset of a particular fragment relative to the beginning of the original unfragmented IP datagram.
The first fragment has an offset of zero. This allows a maximum offset of (213 – 1) × 8 = 65,528 byte,
which would exceed the maximum IP packet length of 65,535 bytes with the header length included
(65,528 + 20 = 65,548 bytes).
Time To Live (TTL), (8 bit)
An eight-bit time to live field helps prevent datagrams from persisting (e.g., going in circles) on an
internet. This field limits a datagram's lifetime. It is specified in seconds, but time intervals less than
1 second are rounded up to 1. In practice, the field has become a hop count—when the datagram
arrives at a router, the router decrements the TTL field by one. When the TTL field hits zero, the
router discards the packet and typically sends an ICMP Time Exceeded message to the sender.
The program traceroute uses these ICMP Time Exceeded messages to print the routers used by
packets to go from the source to the destination.
Protocol (8 bit)
This field defines the protocol used in the data portion of the IP datagram. IANA maintains a list of
IP protocol numbers as directed by RFC 790 [7].
Header Checksum (16 bit)
The 16-bit IPv4 header checksum field is used for error-checking of the header. When a packet
arrives at a router, the router calculates the checksum of the header and compares it to the checksum
field. If the values do not match, the router discards the packet. Errors in the data field must be
handled by the encapsulated protocol. Both UDP and TCP have checksum fields. When a packet
arrives at a router, the router decreases the TTL field. Consequently, the router must calculate a new
checksum.
Source address (32 bit)
This field is the IPv4 address of the sender of the packet. Note that this address may be changed in
transit by a network address translation device.
Destination address (32 bit)
This field is the IPv4 address of the receiver of the packet. As with the source address, this may be
changed in transit by a network address translation device.
Options
The options field is not often used. Note that the value in the IHL field must include enough extra
32-bit words to hold all the options (plus any padding needed to ensure that the header contains an
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integer number of 32-bit words). The list of options may be terminated with an EOL (End of Options
List, 0x00) option; this is only necessary if the end of the options would not otherwise coincide with
the end of the header. Packets containing some options may be considered as dangerous by some
routers and be blocked.

3.2.2

IPv6 header

The structure of the IPv6 header is depicted in Figure 4. It is simpler than the IPv4 header. Details
of the fields are repeated from RFC 2460, [2].
Figure 4. IPv6 header.

•
•

•

•

•

•

Version (4 bits)
The constant 6 (bit sequence 0110).
Traffic Class (6+2 bits)
The bits of this field hold two values. The six most-significant bits hold the differentiated services
field (DS field), which is used to classify packets. Currently, all standard DS fields end with a ‘0’ bit.
Any DS field that ends with two ‘1’ bits is intended for local or experimental use.
The remaining two bits are used for Explicit Congestion Notification (ECN); priority values
subdivide into ranges: traffic where the source provides congestion control and non-congestion
control traffic.
Flow Label (20 bits)
A high-entropy identifier of a flow of packets between a source and destination. A flow is a group
of packets, e.g., a TCP session or a media stream. The special flow label 0 means the packet does
not belong to any flow (using this scheme). An older scheme identifies flow by source address and
port, destination address and port, protocol (value of the last Next Header field). It has further been
suggested that the flow label be used to help detect spoofed packets.
Payload Length (16 bits)
The size of the payload in octets, including any extension headers. The length is set to zero when a
Hop-by-Hop extension header carries a Jumbo Payload option.
Next Header (8 bits)
Specifies the type of the next header. This field usually specifies the transport layer protocol used by
a packet's payload. When extension headers are present in the packet, this field indicates which
extension header follows. The values are shared with those used for the IPv4 protocol field, as both
fields have the same function (see List of IP protocol numbers).
Hop Limit (8 bits)
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•
•

Replaces the time to live field in IPv4. This value is decremented by one at each forwarding node
and the packet is discarded if it becomes 0. However, the destination node should process the packet
normally even if received with a hop limit of 0.
Source Address (128 bits)
The unicast IPv6 address of the sending node.
Destination Address (128 bits)
The IPv6 unicast or multicast address of the destination node(s).

In order to improve performance, and assuming current link layer technology and transport layer
protocols are assumed to provide sufficient error detection, the IPv6 header has no checksum to
protect it.
3.3 Representation of the IPv4 and IPv6 addresses
As indicated in the previous paragraph:
•
•

IPv4 uses a 32-bit address;
IPv6 uses a 128 address.

The IPv6 has a colon-separated alphanumeric (hexadecimal) address, while IPv4 is numeric only
and dot-separated. Two examples are indicated below.
IPv4 - 32.253.231.175
IPv6 - 3002: 0bd6: 0000: 0000: 0000: ee00: 0033: 6778
3.4 IPv6 over Ethernet (and other links)
IPv6 Ethernet encapsulation (RFC 2464, [8])
IPv6 packets are encapsulated in Ethernet packets just like IPv4 packets, but with a new Ethertype
(86DD rather than 0800).
IPv6 multicast over Ethernet
Differently from IPv4 the IPv6 can make efficient use of Ethernet's support for multicast
transmissions. To send an IPv6 multicast packet over Ethernet, the last 32 bits of the destination
IPv6 address are prepended with 33-33- and use that as the destination Ethernet address. Thus, an
IPv6 packet addressed to FF02::1:FF68:12CB would be sent to the Ethernet address 33-33-FF-6812-CB. Any host participating in the multicast group is expected to be listening for the
corresponding Ethernet address.
Neighbour discovery (RFC 2461, [9])
For neighbour discovery, IPv4 uses ARP while IPv6 adopts NDP i.e., the neighbour discovery
protocol. For simple purposes, NDP and ARP are very similar: one node sends out a request packet
(called a neighbour solicitation in NDP), and the node it was looking for sends back a reply
(neighbour advertisement), providing its link-layer address in the reply message. NDP is part of
ICMPv6. It should be reminded that ARP does not run over IP. NDP also uses multicast rather than
broadcast packets. For each unicast address it responds to, each host listens on a solicited-node
multicast address. The solicited-node multicast address for a given unicast address is constructed
by taking the last three octets of the unicast address and prepending F02::1:FF00:0000/104. Thus,
the solicited-node multicast address of 2001: 630: 200: 8100: 02C0: 4FFF: FE68: 12CB is
FF02::1:FF68:12CB. It is the solicited-node multicast address that a node uses as the destination of
a neighbour solicitation packet. Thanks to multicast, most hosts do not get disturbed by neighbour
solicitations.
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4. IPv4 and IPv6 coexistence
Since it has been envisaged that many (old) computers will remain online without being updated,
IPv6 and IPv4 machines will coexist on the network for decades.
The main mechanism adopted to manage this transitional period is the so-called dual stack: any
host that supports IPv6 will communicate with the IPv4 machines thanks to a second stack of IPv4
protocols that operates in parallel to the IPv6 one. This is illustrated in Figure 5 (from
https://whatismyipaddress.com/dual-stack).
Figure 5. IPv4 and IPv6 dual stack.

When the host connects to another host on the Internet, the DNS together with the network address
will also communicate information about which stack to use (v4 or v6) and which protocols are
supported by the other machine. The IPv6 stack should always be preferred due to foreseen change
from IPv4 to IPv6. The Pros and cons of this approach are listed in the following points:
Pros:
•
•

Soft transition: possibility to safeguard investments already made in hardware/software without
having to incur new expenses before necessary;
Full compatibility between old and new machines and applications;

Cons:
•
•

•

Need to extensively support IPv4 on the Internet and the corresponding devices;
The reaching of IPv4 applications/hosts forces to maintain IPv4 addresses and then to introduce
some form of network address translation (NAT) in the gateway routers. This introduces a level of
complexity in the IPv4/IPv6 network.
Architectural issues: it will not be possible to fully support IPv6 multihoming.

On the long-time IPv6-only hosts will appear in Internet. The IPv6 is incompatible with IPv4 and
to use the new protocol will require changes to the software in every networked device. As
previously outlined, IPv4 systems are ubiquitous and are not about to disappear in short time as the
IPv6 systems are rolled in. Actually, many existing servers will support only IPv4-only with no dual
stack option. Thus, it is necessary to develop transition mechanisms allowing applications to
continue working while hosts and routers are upgraded.
One important strategy consists in translating IP headers as packets flow between IPv4 and IPv6
networks. Header translation needs to be transparent to applications and to the network. In the
following of this document, we will review some of the most important coexistence techniques that
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have been proposed to achieve the goal of IPv4/IPv6 coexistence allowing an IPv6-only client to
communicate with an IPv4-only server and vice versa.
4.1 Canonical Scenarios for Mixed IPv4/IPv6 networks
The evolution of the IP versions is envisaged to follow the five stages approach detailed in [50]::
•
•
•
•
•

Stage 1 – IPv4 only networks
Stage 2 – IPv6 islands connected through IPv4 network
Stage 3 – Interconnection of IPv4/IPv6 networks
Stage 4 – IPv4 islands connected through IPv6 network
Stage 5 – IPv6 only networks

In the intermediate stages (2,3,4) we need to solve the problem of heterogeneous network
connectivity among IPv4 and IPv6 devices. This requires to find solutions for guarantee
connectivity across networks using the two different addressing schemes. The key observation is
that IPv4/IPv6 connectivity will cross one (or more) IPv4-IPv6 network borders. Thus, devices to
achieve inter-operability between IPv4 and IPv6 should be located at the borders of the networks.
In general, one path connecting IPv4 and IPv6 devices may cross several borders. Authors in [10]
have observed that coexistence between IPv4 and IPv6 sub-networks can be achieved looking for
solutions for solving the following two types of “sub problems”:
1
2

Direct inter-connection between heterogeneous networks (shown in Figure 6a) and
Traversing heterogeneous networks (shown in Figure 6b and Figure 6c).

In [10] it has been evidenced that (i) more complicated situations can be always decomposed in
terms of the previous two sub problems, (ii) these solutions are tightly coupled with local addressing
and routing. Furthermore, the two considered sub problems actually represent the most common
instances in the real world dominated by IP46 and IPv6 based networks only.
Figure 6: Evolving scenarios for the interconnections of IPv4 and IPv6 networks: (a)
interconnection scenario; (b) mesh traversing scenario; (c) hub & spokes traversing scenario.

(a)
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(b)

(c)
In order to directly connect networks or hosts adopting different addressing, IPv4/IPv6 protocol
conversion mechanisms are mandatory to achieve inter-connection.
To this purpose, the Behave Working Group [11] of IETF has developed and standardized solutions
to solve these type of inter-connection problems considering the following eight different scenarios:
Table 3: IPv4/IPv6 Inter-connection Scenarios.
Scenario No.
1
2
3
4

Network from
IPv6 network
IPv6 network
IPv6 Internet
IPv6 Internet
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IPv4 network
IPv4 Internet
IPv4 network
IPv4 Internet
21 | 70

5
6
7
8

IPv4 network
IPv4 network
IPv4 Internet
IPv4 Internet

IPv6 network
IPv6 Internet
IPv6 network
IPv6 Internet

The special scenario where an IPv4 application needs to communicate with IPv6 using the host’s
IPv6 connection (or an IPv6 application needs to communicate with IPv4 using the host’s IPv4
connection) can be solved assuming the TCP/IP stack inside the host could provide the protocol
conversion mechanism enabling the IPvX application to leverage the IPvY connection (X, Y: 4 or
6). This scenario is viewed as “inter-connection” between applications and heterogenous networks.
Instead, the traversing problem occurs when two or more native IPv4(IPv6) networks (or hosts)
are separated by a network which uses the other address family i.e. (IPv6(IPv4)). In this case
transition mechanisms are required for crossing the heterogeneous network i.e. for example if IPv4
networks are separated by an IPv6 network in the middle, IPv4-over-IPv6 traversing is required.
The IETF Softwire Working Group [23] has standardized solutions for the traversing problem and
two typical traversing scenarios have been identified: Mesh and Hub & Spokes [24].
1

2

Mesh scenario: network islands using the Address Family (IPvY) are separated by one network
of using the other Address Family (IPvX); the islands can connect through the IPvX network
(see Figure 6b).
In the Hub & Spokes scenario (Figure 6c), hosts or stub networks (IPvY) are separated by an
IPvX based network from reaching a centralized native access.

The Mesh case often happens in transit networks while the Hub & Spokes is usually seen in edge
networks.

4.2 General observations
Due to the incompatibility of IPv4 and IPv6, it is not easy to achieve heterogeneous inter-connection
and traversing. The address format of IPv6 is 96-bits longer than that of IPv4. This makes impossible
to build one-to-one address mapping between IPv4 and IPv6. In particular, while the mapping from
IPv4-to-IPv6 is simple, obviously the entire IPv6 address space cannot be mapped into IPv4.
The first alternative is to consider a dual-stack Internet where every node in the network supports
both IPv4 and IPv6. Obviously, in this case IPv4-IPv6 inter-connection or traversing is unnecessary
and the Internet can be seen as two logically-separated networks based on the same infrastructure.
Dual-stack Internet is neither practical nor continuable especially for the cost of fully supporting
both IPv4 and IPv6 in Internet devices (e.g. routers). It is feasible to enable dual-stack for a small
portion of the Internet nodes and it should be remarked that the possibility of having dual-stack
node(s) is mandatory to implement the IPv4-IPv6 conversion in practice. In fact, the dual-stack
nodes at the IPv4-IPv6 network border have to communicate with both IPv4 and IPv6 networks.
The IETF community has studied and proposed two categories of transition techniques: translation
and tunneling. Both techniques will be detailed in the next section.
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4.3 IPv4-IPv6 interworking techniques for migration
In general, three main options are available for migration to IPv6 from the existing network
infrastructure:
• Dual-stack network;
• Translation;
• Tunneling.

4.3.1

Dual-Stack Network

As previously outlined, IPv4 and IPv6 operate in tandem over shared or dedicated links. In a dualstack network, both IPv4 and IPv6 are fully deployed across the infrastructure, so that configuration
and routing protocols handle both IPv4 and IPv6 addressing and adjacencies (Figure 7).
Figure 7: Dual-stack network

As outlined previously, dual-stack presents major deployment challenges. In many cases, the current
sub-networks may not be ready to use IPv6 since this may require hardware and software upgrades
in every host and router. When IPv6 needs to be activated on almost all the network elements this
requires the existing network to be redesigned thus posing business continuity challenges. However,
dual stack devices need to be developed to implement the IPv4-IPv6 conversion at the border.
4.3.2

DNS operations in dual stack Internet

When a client wants to connect to a server two DNS requests are issued in parallel: one for IPv4
and one for IPv6 addresses. After receiving the responses, the client generally follows the process
described in IETF standard RFC 3484 “Default Address Selection for IPv6” [12], where IPv6 should
always be preferred to IPv4. If, the usage of the IPv6 address is not possible, an alternate valid IPv4
address will be used to connect as shown in Figure 8.
In some case as dual stack host needs to connect to a single stack IPv4 or IPv6 remote site. In in
this case the DNS server returns only the IPv4 (or IPv6) address.
To understand the operations of DNS with IPv4 and IPv6 addresses some facts should be taken into
account. The first one is related to the IP protocol the DNS client is using to connect to the DNS
server that could be IPv4 or IPv6. Most modern DNS servers support both IPv4 and IPv6 initiated
requests.
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Figure 8: Operations of a DNS in a dual-stack network.

Another element is related to the IP(s) addresses being transferred in the DNS resource request. The
addresses returned as response can either be an IPv4 address (i.e., the A record) or IPv6 address
(i.e., the AAAA record).
4.3.3

Tunnelling

Tunnelling allows to build an overlay network that tunnels one protocol over the other by
encapsulating IPv6 packets within IPv4 packets and vice versa as shown in Figure 9. The advantage
of the tunnel approach is that the new protocol can work without requiring modification to the
existing old protocol to achieve connectivity between hosts using the new protocol.
Figure 9: Example of tunnelling between two IPv6 networks connected through an IPv4 network.

Tunneling has some disadvantages, as stated in RFC 6144, [13]:
• Hosts in IPvY network cannot use the services or cannot contact hosts of the underlying
IPvX network.
• Tunneling does not enable users of the IPvY protocol to communicate with users of the IPvX
protocol without dual-stack hosts;
• The tunnel entry and exit points need time and CPU power for encapsulating and
decapsulating packets.
In the next Sections of this document, we will also review the tunneling techniques that could be of
interest in the context of ACS.
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4.3.4

Translation

The Address Family Translation Router (AFTR) allow communication between IPv6-only and
IPv4-only hosts and networks by executing the IP header and address translation between the two
addressing families as shown in Figure 10.
Figure 10: Translator between an IPv6 network and IPv4 network.

AFTR is a medium-term coexistence strategy facilitating the long-term program of IPv6 transition
for both enterprises and ISPs. Translation offers two major advantages, as stated in RFC 6144, [13]:
• it allows gradual migration to IPv6 by providing seamless Internet experience to greenfield
IPv6-only users, accessing IPv4-based Internet services.
• content providers/enablers can provide services transparently to IPv6 hosts by using
translation technology requiring little or no change in their existing network infrastructure,
thus maintaining IPv4 business continuity.
As shown in the following in the ACS context, specific protocols such as File Transfer Protocol
(FTP) and the (important) Session Initiation Protocol (SIP) that embed IP address information
within the payload require additional solutions to avoid malfunctioning behaviours in the case of
address translation. The basic data plane operation of translation is the IPv4-IPv6 packet translation,
but, in the more general case, translation could also involve network, transport, and even application
layer. In fact, it may include address and port conversion, IP/TCP/UDP protocol field translation,
and translation at the application layer (address and port conversion when they appear in application
protocol RFC 6144, [13]). Furthermore, in the protocol conversion between IPv4 and IPv6,
translation has to take care of issues like fragmentation and reassembling, path MTU discovery,
ICMP, etc.
In the following of this discussion, we analyze in more detail the problems that can be derived in
performance when we consider the basic protocol translation function at packet level.
4.3.5

Technologies for IPv6/IPv4 Translation

The AFTR can be realized using either of the following two technologies:
•
•

Network Address Translation-Protocol Translation (NAT-PT)
Network Address Translation 64 (NAT64)

NAT-PT has been deprecated by IETF because of its tight coupling with Domain Name System
(DNS) and its general limitations in translation, as documented in RFC 4966. With the deprecation
of NAT-PT and the increasing urgency to get moving on IPv6 transition, IETF has proposed NAT64
as the viable successor to NAT-PT.
Network Address Translation IPv6 to IPv4, or NAT64, technology facilitates communication
between IPv6-only and IPv4-only hosts/networks (whether in a transit, an access, or an edge
network). This solution allows both enterprises and ISPs to accelerate IPv6 adoption while
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simultaneously handling IPv4 address depletion. The DNS64 and NAT64 functions are completely
separated, which is essential to the superiority of NAT64 over NAT-PT.
All translation scenarios can be supported by NAT64, and it is becoming the most important
translation technology. AFTR using NAT64 technology can be either stateless or stateful meaning:
•

•

Stateless NAT64, defined in RFC 6145 [14], is a translation mechanism for algorithmically mapping
IPv6 addresses to IPv4 addresses, and IPv4 addresses to IPv6 addresses. Like NAT44, it does not
maintain any bindings or session state while performing translation, and it supports both IPv6initiated and IPv4- initiated communications.
Stateful NAT64, defined in RFC 6146 [15], is a stateful translation mechanism for translating IPv6
addresses to IPv4 addresses, and IPv4 addresses to IPv6 addresses. Like NAT44, it is called stateful
because it creates or modifies bindings or session state while performing translation. It supports both
IPv6-initiated and IPv4-initiated communications using static or manual mappings.

Content providers and content enablers can transparently provide existing or new services to IPv6
Internet users by deploying Network Address Translation IPv6 to IPv4 (NAT64) technology with
little or no change in their existing network infrastructure.
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5. Analysis of the IPv4-IPv6 translation process Railway
Applications
The two main and complementary scenarios where network address and protocol translation are
applicable focus on the interconnection of two separate networks using different addressing
schemes [16]:
•
•

An IPv6 network communicating with IPv4 network.
An IPv4 network communicating with IPv6 network.

For example, the first case can be of interest when a completely new network with new devices all
supporting IPv6 may occasionally need to communicate with some IPv4 nodes out on the Internet.
The second case can be found when upgrading an IPv4 site to IPv6 on a node-by-node basis requires
that critical services, such as web, file, and print services are accessible from both IPv6 and IPv4
nodes.
The task of the IP packet translator is to replace incoming IP headers, while leaving the actual data
unmodified. This process is illustrated in Figure 11 (data (payload) in the packet are indicated in
grey).
Figure 11: IP translator – Jool manual documentation [16].

Most of the header translation is straightforward. For example, the IPv4 “Protocol” field is basically
the same as the IPv6 “Next Header” field. IPv4 “TTL” is the same as IPv6 “Hop Limit,” etc. The
“important” part is the IP addresses. Largely, address translation strategies are what separate the
different types of translators from the others. Most of the IP translation mechanisms were designed
by the IETF, and formally defined in several different RFCs.
In general, there are three different basic types of IP translators:
1. SIIT (also known as “Stateless NAT64.”)
2. Stateful NAT64
3. MAP-T

The most important techniques which are deemed to be useful for ACS applications are reviewed
in the following Sections.
5.1 Stateless translation
SIIT (Stateless IP/ICMP Translation Algorithm) [14] is the early stateless translation mechanism.
It proposes the basic principle of IPv4-IPv6 stateless translation and the algorithm for IP/ICMP
semantic conversion. Two SIIT based address translation schemes have been proposed by IETF and
also implemented in currently available translation software.
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The SIIT address scheme is based on the assumption that every IPv6 host in a network possesses an
IPv4 address. The methods, EAMT and the SIIT IPv6 address pool, for the generation of IPv6
addresses from IPv4 are summarized in the following two Sections.
5.1.1

EAMT – Explicit Address Mappings Table

The Explicit Address Mappings Table (EAMT) is a collection of records in an SIIT device which
describe how different addresses should be translated. The procedure is defined in RFC 7757. In
order to better understand how EAMT works we start with an example.
IPv4/Prefix
192.0.2.1/32
198.51.100.0/24
203.0.113.8/29

IPv6/Prefix
2001:db8:aaaa::5/128
2001:db8:bbbb::/120
2001:db8:cccc::/125

An EAMT entry is composed of an IPv4 prefix and an IPv6 prefix. When an address is being
translated, its prefix is literally replaced according to the table. In Jool’s implementation, all records
are bidirectional. The first record shown is the simplest case. Because there is no suffix, the record
literally says “Address 192.0.2.1 should always be translated as 2001:db8:aaaa::5, and vice versa”.
Whether the address is source, destination, or lies within the inner packet of an ICMP error, doesn’t
matter. The IPv6 representation of 192.0.2.1 is 2001:db8:aaaa::5, and the IPv4 representation of
2001:db8:aaaa::5 is 192.0.2.1 and that’s all.
The second entry is more interesting. Because there is a full byte of suffix, the record is saying
“198.51.100.x should be translated as 2001:db8:bbbb::x, and vice versa.” x is any number whose
decimal representation lies between 0 and 255. As in:
198.51.100.0 <-> 2001:db8:bbbb::0
198.51.100.1 <-> 2001:db8:bbbb::1
198.51.100.2 <-> 2001:db8:bbbb::2
…
198.51.100.254 <-> 2001:db8:bbbb::fe
198.51.100.255 <-> 2001:db8:bbbb::ff
This form can help you simplify configuration when you have lots of addresses to map; the suffix
is always preserved, so the point is a single EAMT entry can describe the translation of an entire
network. Also, a single EAMT entry describing a /16 is way more efficient than the equivalent
65536 atomic records.
The prefix replacement is achieved at bit level. The third entry exemplifies this processing: the
address 203.0.113.8 becomes 2001:db8:cccc::, and not 2001:db8:cccc::8. This is because .8’s binary
form is 00001000, and the one is at the prefix side. These are some other mappings generated by
the entry:
203.0.113.9 <-> 2001:db8:cccc::1
203.0.113.10 <-> 2001:db8:cccc::2
203.0.113.12 <-> 2001:db8:cccc::4
203.0.113.15 <-> 2001:db8:cccc::7
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5.1.2

SIIT IPv6 address pool

A translator’s “IPv6 address pool” is a handful of prefixes which are used by IP/ICMP Translation’s
eldest IP address translation algorithm (which is defined in RFC 6052 [17]). Because of its internal
variable naming conventions, in the following, using Jool terminology we indicate it as “pool6” (as
a shorthand for “IPv6 pool”). Vanilla SIIT uses pool6 to translate every address, while NAT64 only
uses it to translate the destination address of incoming IPv6 packets and the source address of
incoming IPv4 packets (see after).
5.1.3

Specification Summary

The pool6’s prefix length (PL) must be 32, 40, 48, 56, 64 or 96. As defined in [17], pool6 address
translation is performed according to the following Table 4:
Table 4: IPv6 addresses, embedded IPv4 address, and a variable-length suffix

Given a pool6 prefix, any given IPv4 address is encoded in the v4 slots of its byte array. u and suffix
are always zero. More often than not, PL=96 is used because it is the most intuitive option. Here
are a few examples reported in Table 5.
Table 5: Examples of IP address translation.
Pool6
64:ff9b::/96

IPv4
address
192.0.2.1

2001:db8::/32

192.0.2.1

2001:db8:aaaa::/48

192.0.2.1

IPv6 address

Comment

64:ff9b::192.0.2.1

The IPv4 address
is simply stuck at
the end of the
prefix.
2001:db8:c000:0201::
The IPv4 address
is in bits 32-63.
Everything after
that is zero
2001:db8:aaaa:c000:0002:0100:: The IPv4 address
is located in bits
48-87 with a gap
among bits 64-71.
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Just note that the translation is bidirectional; given a pool6 prefix, one can infer the IPv4 counterpart
of an IPv6 address (assuming that the IPv6 address matches the prefix) as well as the IPv6
counterpart of an IPv4 address.
The two SIIT-based methods keep the translator stateless according to the address conversion rules.
They allow a unified processing for all packets; the data plane performance is not bound by the
number of users, and processing at line-speed processing is expected i.e., no significant performance
throughput degradation is expected due to translation in the relay device. Furthermore, as long as
heterogeneous addressing is realized, the SIIT methods can provide bidirectional communication.
As shown in the following, SIIT-based methods promote IPv6 development by providing IPv6
networks with the bi-directional connectivity to legacy IPv4. SIIT does not introduce new security
issues into the network. Due to the per-host IPv4 address consumption requirement, the IPv6 side
of SIIT cannot be huge. Therefore, its application scenarios are IPv6 network→IPv4 Internet and
IPv6 network ← IPv4 network.
5.1.4

IVI

The IVI approach improves SIIT and follows the principle of stateless translation. IVI uses a
network-specific, variable prefix (NSP) to replace the two fixed /96 prefixes in SIIT. Both the IPv4translated addresses and IPv4-mapped addresses are presented as NSP + IPv4 address + suffix [28]
(Figure 7). These IPv6 addresses can aggregate as the NSP within the network so that routing
scalability is no longer a concern. The IPv4-translated addresses can be assigned to IPv6 hosts
through DHCPv6. The IPv6 hosts learn IPv4-mapped addresses of IPv4 hosts by querying a local
DNS server, DNS64 [29]. On the other hand, the IPv6 hosts register their IPv4 addresses in DNS
server as A records, which are used to answer the heterogeneous addressing query from the IPv4
side. The IVI translator is responsible for advertising the prefix of IPv4 addresses owned by IPv6
hosts to the IPv4 side, as well as the NSP route to the IPv6 side. IVI avoids the routing scalability
problem and addressing issues of SIIT and at the same time IVI inherits all the advantages of SIIT,
including high performance, bi-directional connectivity, IPv6 promotion ability and the guarantee
of security. However, the per-host IPv4 address consumption is still required in IVI.
5.2 Stateful translation
Unlike stateless translation which assigns IPv4 address ownership to IPv6 hosts, stateful translation
maintains the IPv4 address resource as a pool on the translator, and uses the resource at per-port
granularity. The number of IPv4 addresses could be much smaller than the number of served IPv6
hosts. NAT-PT (Network Address Translation – Protocol Translation) is a previous stateful
translation mechanism which claimed to support both IPv6→IPv4 and IPv4 → IPv6.
To better understand the working principles of stateful NAT64 it can be useful to review the
principles of NAT-PT operations.
5.2.1

NAT-PT

Traditional IPv4 NAT leverages the manner of stateful address + port binding for TCP and UDP
protocols. NAT-PT purpose is to minimize the amount of global (“real”) IPv4 address you spend
on the “Private Network” nodes. Basically, the left network has been assigned “fake” 192.168
addresses (i.e., “Private” IPv4 addresses), and the NAT-PT job is to permute packet transport
addresses with the goal of impersonating the private nodes. The scheme in Figure 12 summarizes
the behaviour of a NAT-PT converting local IPv4 addresses to public IPv4 addresses and vice versa.
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Figure 12: NAT-PT conversion of a local IPv4 addresses into a public IPv4 addresses and vice versa
[16].

The host A wants to request an HTTP resource from Server B with public IP address 202.101.0.1.
It therefore sends a packet to 202.101.0.1:80 (i.e., with destination port 80). The source address is
its own IP, while the source port was chosen randomly when the socket was bound.
When host A’s first packet arrives to the NAT-PT, the latter realizes it lacks a mapping for
192.168.1.10:1234, so it opens a new socket (1) towards server B. Again, the source address is its
own IP, while the source port is chosen randomly. It will, from now, act as a middleman, and
proceed to copy the data received from one socket to the other . Since there is no algorithmic
relationship between the private transport address and its corresponding masking public transport
address (i.e., any public address can be used to mask any private socket), the NAT-PT keeps a
dynamic table that remembers the mappings (where “mapping” is defined as a link between two
sockets). In this case, it stores the relationship between 192.168.0.8:1234 and 203.0.113.1:5678
(among others) (see Figure 12).
Table 6: Dynamic table in NAT-PT .
IPv6 address
Host 1: 192.168.1.10:1234
Host 2: 192.168.1.20:1234
Host 3: 192.168.1.30:3344

→
→
→

TCP port in IPv4 address
5678
5680
5690

The mapping is then used to correlate the two sockets for every subsequent packet in the connection,
which keeps the addressing consistent. The NAT-PT allows to assign a public IPv4 address to all
the private nodes. The cost is that of a single public IPv4 address. It saves IPv4 addresses but it
needs to keep a correspondence table in the NAT. It is important to remark that mappings in the
NAT-PT are created when needed and destroyed after a certain timeout of inactivity. This dynamic
table is why we refer to NAT-PT as “Stateful” NATs.
5.2.2

Stateful NAT64

Stateful NAT64 (often abbreviated to “NAT64”) is pretty much the same as NAT-PT. The only
difference is that the “Private Network” is actually an IPv6 network. Once an outbound packet
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arrives, its source address is translated in exactly the same way as in NAT-PT, whereas its
destination address is translated according to pool6 strategy illustrated in the previous paragraph.
This is shown in Figure 13.
Figure 13: Stateful NAT64 working [16].

Basically, a Stateful NAT64 is similar to a SIIT pool6, but it has all the benefits and drawbacks of
NAT-PT. You get to represent all your IPv6 nodes with as few IPv4 addresses as possible, but you
are limited to 65536 connections per public IPv4 addresses, and in the absence of Port Forwarding,
all communication has to start from the IPv6 side. However, it should be remarked that in the context
of NAT64, you don’t normally say the IPv6 network is “Private”, because it should also be
connected to the IPv6 Internet. Stateful NAT64 is defined by RFC 6146 and is most of the time
coupled with DNS64. In fact, the difficulties of initiating the communication from the IPv4 side and
the IPv6 side are quite different.
If the communication is initiated from the IPv6 side, the IPv6 destination address for the source host
is an IPv4-mapped address generated statelessly from the IPv4 destination address. If the
communication is initiated from the IPv4 side, then the stateful binding to map the IPv6 destination
into IPv4 has to be built on the translator first and informed to the source host; otherwise, the source
host cannot figure out the IPv4 destination address and port at all.
Unfortunately, in many cases this could be unpractical due to issues like potential useless state
maintenance, state inconsistency, etc. Nevertheless, NAT-PT suggests to achieve the heterogeneous
addressing procedure for both sides with DNS ALG (Application-Layer Gateway) on the translator.
In particular, to cooperate, the DNS server in IPv6 should have the heterogeneous, IPv6 address of
the DNS server in IPv4, while the DNS server in IPv4 network should have the heterogeneous, IPv4
address of the DNS server in IPv6 in advance, so that the DNS messages could traverse the
translator. In the more general case of per-flow binding, the DNS protocol has to be extended to
include port information, which brings significant changes to today’s DNS model. The binding table
lookup operation may become the performance bottleneck of NAT-PT. If the NAT-PT translator is
implemented in software, the processing speed is negatively correlated to the size of the table.
The DNS ALG function illustrated previously, is extracted from the translator and becomes the
dedicated DNS64 server, which is actually cascaded in the hierarchical DNS system. It translates
the AAAA query from IPv6 hosts into A query when receiving one, and translates the A response
for IPv6 hosts into AAAA response following the IPv4-mapped address rule before sending one
out. The data plane processing is the same with IPv6 → IPv4 NAT-PT. The performance of NAT64
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is similar to NAT-PT. The main security issue of NAT64 is DoS (Deny of Service) attack on the
binding table, with ingress filtering on the IPv6 side as the solution.
5.3 Summary of translation mechanisms and considerations
The main translation mechanisms are summarized in Table 7 which is taken from [10]. For the
purpose of our studies the mechanisms such as the BIS/BIA could be of some interest for ACS and
are briefly illustrated in Appendix A.
Table 7: Summary of Translation Mechanisms (taken from [10]).
Mechanism

Scenario

Mechanism
Status
Replaced by
IVI

Address
mapping
Stateless
address
mapping

IPv6 prefix
usage
Separated,
fixed
prefixes for
IPv6 hosts
and IPv4

IPv4 address
usage
One IPv4
address for
each IPv6 host

Replace
SIIT

Stateless
address
mapping

Same
network
specific
prefix for
IPv6 hosts
and IPv4
hosts
Fixed IPv6
prefix for
IPv4 hosts

One IPv4
address for
each IPv6 host

SIIT

IPv6-IPv4
network;
IPv6 - IPv4
Internet;

IVI

IPv6-IPv4
network;
IPv6 - IPv4
Internet;

NAT-PT

IPv6- IPv4
Internet;
IPv6-IPv4
network;
IPv6 InternetIPv4;

Replaced by
NAT64 on
IPv6 -> IPv4
direction

Stateful
address +
port
binding

NAT64

IPv6-IPv4
network;
IPv6 InternetIPv4;
IPv6-IPv4
Internet;
IPv4
application IPv6 Internet;

Replace
NAT64 on
IPv6 > IPv4
direction

Stateful
address +
port
binding

Fixed IPv6
prefix for
IPv4 hosts

Address pool
maintained by
the translator

Active host
side
translation
mechanism

Stateful
address
binding

None

Any unsigned
IPv4 addresses

BIS/BIA
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Address pool
maintained by
the translator

Issues
Significant IPv4
address
consumption;
routing
scalability
problem;
common
translation
issues
Significant IPv4
address
consumption;
common
translation
issues
Low feasibility
on IPv4 -> IPv6
direction;
per-flow state
maintenance;
DoS risk;
common
translation
issues
Per-flow state
maintenance;
DoS attack risk;
common
translation
issues
DoS attack risk;
ALG issue
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Issues related to protocol translation are summarized in Table 7 and commented in the following
points (stated from [10]):
1. Scalability. Stateless translation requires significant consumption of IPv4 addresses, while stateful
translation requires per-flow state maintenance and DNS64. Both could not be suitable for large
scale networks.
2. Heterogeneous Addressing. To start the communication, the initiator should learn the in-protocol
address of the other end. Therefore, at least one end of the communication has to be aware of the
translation: either the initiator constructs the in-protocol address itself, or the other end informs the
initiator of the address, using for example DNS ALG/DNS64. When DNS ALG/DNS64 is not
available or it is not likely that every host will register on DNS servers, this would be a problem in
terms of behavior modifications to the applications and most important, the infeasibility in IPv4 →
IPv6 stateful translation.
3. Application layer translation. Theoretically translators should support application layer
translation, but in reality, it is impossible to satisfy this requirement in real time. The difficulties are
caused by the cost of implementing application layer operations on network devices, and the variety
of applications.

The fundamental causes of these issues are the asymmetry of IPv4 and IPv6 address spaces and the
broken end-to-end property. Currently there are some ongoing efforts aiming to lighten the problem.
For example, PCP protocol [34] offers a method for end hosts to apply for address+port mapping
from a translator, and PET [35], [36] proposes the idea of transferring translation spot with a tunnel.
Among the network translation mechanisms, the IVI is now considered the main stateless
translation mechanism, while NAT64 is considered the main stateful translation mechanism. As
outlined previously, stateless translation achieves bidirectional communication at the cost of
significant IPv4 address consumption; stateful translation achieves better IPv4 address utilization,
yet it requires per-flow state maintenance. Actually, there is no feasible stateful solution to IPv4 →
IPv6 scenarios or stateless solution to IPv4 → IPv6 Internet scenarios. Host side translation provides
the approach to preserve IPv4-only applications in the IPv6 environment and avoid application
upgrades.

6. Tunneling mechanisms
Tunneling can be used to achieve traversing of heterogeneous networks. The basic principle of
tunneling is shown in Figure 14. To deliver IPvY packets across the IPvX network in the middle,
a tunnel is deployed with the two endpoints at the border of the IPvX network. The IPvY packet at
the ingress endpoint (Tunnel endpoint 1) it is encapsulated with IPvX protocol header and sends the
IPvY packet into the payload of the IPvX packet which is then forwarded through the IPvX network.
The IPvX packet received at the egress endpoint (Tunnel endpoint 2) is decapsulated to extract the
IPvY packet which is then forwarded to the IPvY network.

[AB4Rail] GA [101014517] D [3.2]
[Analysis of IPv4-IPv6]

34 | 70

Figure 14: Principle of tunnelling: example of IPv6 and IPv4 networks (a); encapsulation and
decapsulation (b).

(a)

(b)

Tunnelling is a generic technology i.e., tunnelling can achieve communications between IPv4
networks/hosts across an IPv6 network (IPv4-over-IPv6), as well as communications between IPv6
networks/hosts across an IPv4 network (IPv6-over-IPv4).
The basic data plane operations of tunnelling are: encapsulation and decapsulation. For IPv6
transition the following tunnel technologies can be used and implemented in typical operating
systems: IP-IP [18], GRE (Generic Routing Encapsulation) [19] [20], L2TP (Layer Two Tunnelling
Protocol) [21], MPLS (Multiple protocol Label Switching) [22] [23], IPsec [24]. The tunnel control
plane has to support encapsulation address mapping by a particular address scheme or address/prefix
binding. For static, simple traversing demand, traditional configured tunnels can be a satisfactory
solution. When considering the different traversing scenarios in Figure 6a-c it can be observed that
there are three types of tunnelling mechanisms that can be used: Tunnel Mesh, Host-to-Host Tunnel
and Hub & Spokes Tunnel [25]. However, as shown in the following, for ACS the basic tunnel
mechanism may suffice. The reader interested to an overview of these alternative tunnel
mechanisms can refer to [10].

6.1 Summary of tunnelling mechanisms
The tunnelling mechanisms are summarized in Table 8.
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Table 8: Summary of Tunnelling Mechanisms: encapsulation and address mapping (taken from
[10]).
Mechanism

Scenario

Encapsulation
manner
IP-in-IP

Address mapping
for Encapsulation
Stateless mapping,
IPv4 address
embedded in IPv6
(E-IP prefix, I-IP
address) mapping,
per prefix
E-IP prefix with I-IP
address mapped to
MPLS label
None

6to4

IPv6-over- IPv4
mesh

Softwire Mesh

IPv6-over-IPv4/
IPv4-over- IPv6
mesh
IPv6-over-IPv4
mesh

IP-inIP/GRE/L2TP/
MPLS/IPsec
IP-in-MPLS

6over4

IPv6-over-IPv4
host-to-host/

Ethernet over
IPv4-multicast

ISATAP

IPv6-over-IPv4
host-to-host/
Hub & Spokes
IPv6-over-IPv4/
IPv4-over- IPv6
Hub & Spokes
IPv6-over-IPv4
Hub & Spokes

NBMA-overIPv4

Dual-stack Lite

IPv4-over- IPv6
Hub & Spokes
(private IPv4 on
user side)

IP-in-IP

4over6

IPv4-over- IPv6
Hub & Spokes
(public IPv4 for
users)
IPv4-over- IPv6
Hub & Spokes
(public IPv4 for
users)

IP-in-IP

IPv6 address-IPv4
address (+port-set)
binding, per user

IP-in-IP

Stateless mapping,
IPv4 address + portset embedded in IPv6

6PE

Hub / Spoke
softwire
6RD

MAP-E

L2TP-overUDP
IP-in-IP

Stateless mapping
with link-local or
global prefix
(E-IP, I-IP) address
binding, per user
Stateless automatic
mapping, IPv4
address embedded in
IPv6
(IPv6 address, private
IPv4 address, port)(public, IPv4,
address, port)
binding, per flow

Issues
Routing scalability
issue; prefix unable
to aggregate
None

Only apply to
MPLS
infrastructure
Need multicast
support in IPv4
infrastructure
More complicated
control plane than
layer-3 IP-IP
Too complicated to
manage L2TP-overUDP tunnel
None

Application layer
translation, perflow state
maintenance,
sdisability of
inbound access
Address sharing
rate not as high as
Dual-stack lite, per
user maintenance
Less flexible than
4over6, sharing rate
not as high as Dualstack lite

As indicated in Table 8 and as stated in [10] the Softwire Mesh, 6RD, dual-stack lite, 4over6 and
MAP-E are able to form the set of enhanced tunnelling mechanisms, which covers most cases of
the heterogeneous traversing problem. In particular, for IPv4-over-IPv6 Hub & Spokes scenario,
Dual-stack Lite, 4over6 and MAP-E have respective pros and cons. The three mechanisms together
fulfill different demands under that scenario. Other solutions, not indicated in the Table 8 allows
the IPv6-over-IPv4 Hub & Spokes problem with NAT traversal capability.
6.2 Some considerations on Double translation and tunnelling
Theoretically, IPvY – IPvX – IPvY traversing may also be achieved by a two stage conversion
IPvY – IPvX translation on ingress tunnel endpoint followed by IPvX – IPvY translation on egress
tunnel endpoint. However, this is infeasible in the IPv6 – IPv4 – IPv6 scenario. In fact, while it is
relatively easy to turn IPv6 addresses into IPv4 addresses during the first translation, it is impossible
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to recover 128-bit IPv6 addresses from the 32-bit IPv4 addresses for the second translation. As for
the IPv4 – IPv6 – IPv4 scenario, there have been two mechanisms proposed based on double
translation.
Considering these two mechanisms for IPv4-IPv6-IPv4 scenario, it seems that tunnelling and
double translation can replace each other in their respective scenarios. However, important
differences still exist. While tunnelling keeps full transparency of the inner IPv4 by preserving the
original packets, translation cannot achieve that. Due to the protocol diversity between IPv4 and
IPv6, translation cannot keep full set information in the protocol header. On the other hand, double
translation exposes a little more information of the inner IPv4 addresses than tunnelling, so
theoretically it may provide some convenience for operators to perform tasks like traffic
engineering.
6.3 Applications with IP Address Content and IP translation
The goal of the translator is to transparently work for “real world” applications based on TCP, UDP,
and ICMP protocols. Unfortunately, some applications embed their IP addresses in the packet
payload, above Layer 3. This is the case for a number of applications, the FTP and the SIP/SDP
protocols. Unless the translator parses every packet, for example by means of deep packet inspection
(DPI) up to the application level, it has no way of translating IP addresses embedded in the payload
and, as expected, this can lead to application failures. However, this is not an issue with new IPv6
applications that are IPv4-aware, such as FTP. We hope that a similar solution can be used with
IPv6 versions of all legacy applications that embed IP address content. If this will not be possible,
then the translator will need to be complemented with application-level gateways or to include other
solutions so to expand the list of supported applications that can continue to work when passing the
translator.
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7. Performance evaluation of IP translation techniques
In literature there are a lot of results concerning the impairments introduced by the presence of
address translators along the IP path. In the former translation systems (the first decade of 2000)
based on old processing technologies, main parameters at IP level that can be affected by the address
translation is latency which also influences achievable throughput. To have an idea of performance
reduction due to IP translators, we report and comment some results that have been presented in the
past literature.
In [26] one review of the first IPv4-IPv6 translation techniques has been presented and the
performances of three open-source IPv4-IPv6 translators have been assessed. The main purpose of
the analysis in [26] was to measure the performance effect on round-trip time of using the following
translators: NAT-PT, NAT64 and HTTP proxy in a simple network with up to 100 simultaneous
connections. NAT-PT and NAT64 have been described previously in this document (refer to
Section 5.2). Instead, the HTTP proxy [27] running in a dual-stack (IPv4 plus IPv6) host can be
used to convert an IPv4 HTTP message into IPv6 or vice versa. The HTTP proxy mediates an HTTP
session between IPv4 and IPv6 nodes by establishing a session to each node. When it receives an
HTTP packet from either host destined to the other, it rebuilds an HTTP packet with the same HTTP
content but using a different IP version. Logically, the original packet is not translated but recreated
as a different packet with the same HTTP content.
7.1 Experimental setup in [26]
A simple client – server network with IPv4-IPv6 translators deployed in a dual-stack host in the
middle has been considered for experimentation. HTTP packets have been sent from the client to
the server and back through the translators. The number of simultaneous connections has been
varied and the Round-Trip Time (RTT) of the packets returned has been measured. The packets
themselves had two different sizes, referred to as “small” and “large. There are three nodes involved
in this experiment, an IPv6 client, an IPv4-IPv6 translator and a simple web server [26]. All three
were PCs running Linux and the corresponding open-source software as shown in Figure 15.
Figure 15: Setup of the experimental testbed (taken from [26]).

The IPv6 client is set to send various sizes of HTTP packets to the simple web server. It measures
the RTT between an HTTP message sent and an HTTP reply received from the web server; this is
of course distinct from the underlying TCP RTT. The client normally has only IPv6 enabled and is
connected to our IPv6-only network.
[AB4Rail] GA [101014517] D [3.2]
[Analysis of IPv4-IPv6]

38 | 70

7.2 Test execution
The client sends two different types of packets for each specific experiment. One is a small HTTP
request packet with size 107 bytes and another is a large HTTP request using an HTTP POST header
with 1200 bytes of random characters in the contents. Thus, the overall packet size is of 1382 bytes.
The client establishes 1 to 100 simultaneous connections with the server for each specific
experiment. Each connection is used to send 10000 identical HTTP request packets and receive
10000 HTTP responses each time.
The DNS-ALG translator has been adopted for NAT-PT, a DNS64 synthesizing resolver [29] for
NAT64, and a BIND9 DNS server for the Apache HTTP proxy server. The client sends a DNS
lookup for the web server to discover its IP address. The DNS request is sent to the central machine
running the translator, and the relevant DNS record is hard coded in the DNS server in this machine,
with no further lookup required. The DNS response packet is captured by DNS-ALG or DNS64 as
applicable and an IPv6 response is created by translation (DNSALG) or synthesis (DNS64). In the
case of the HTTP proxy, DNS lookup is performed from the proxy server, not the client.
7.3 Results
Main results have been extracted from [25] and [26] and have been reported in the following Tables
[26] where we have indicated the minimum, the average and the maximum value of the increase
(degradation) in RTT due to protocol conversion as observed in the experimental setup in Figure
15. The maximum value corresponds to about the 99th percentile of the measured RTT
degradations. The absence of conversion operation is indicated in the Tables as IPv4 or IPv6
meaning that the test network in Table 9 operates using one IP addressing scheme only.
Table 9: RTT as a function of Translator with small requests and small responses (taken from
[26]).

IPv4
IPv6
NAT-PT
NAT64
PROXY

1 conn.
0,6
0,55
0,85
0,8
1,2

Min
100 conn.s
4,2
4,35
8,9
4,15
5,8

RTT degradation [ms]
Avg
Max
1 conn.
100 conn.s 1 conn.
100 conn.s
0,65
4,3
1,4
9,95
0,7
4,4
1,1
10,4
1,1
8,95
3,7
>11
1,05
4,2
1,2
10,3
1,4
5,9
1,6
>11

Table 10: RTT as a function of Translator with small requests and large responses (taken from
[26]).

IPv4
IPv6
NAT-PT

1 conn.
0,75
0,85
1,35

Min
100 conn.s
3
3,7
7,8

RTT degradation [ms]
Avg
Max
1 conn.
100 conn.s 1 conn.
100 conn.s
0,9
3,1
1,3
10,4
1
3,8
3
10,4
1,5
7,8
2,1
>11
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NAT64
PROXY

1,3
1,65

3,8
6,8

1,45
1,8

3,9
6,9

1,7
2,45

10
>11

Table 11: RTT as a function of Translator with large requests and small responses (taken from
[26]).

IPv4
IPv6
NAT-PT
NAT64
PROXY

Min
1 conn. 100 conn.s
0,95
5,6
0,95
5,6
1,7
9,8
1,95
8,95
1,85
9,2

RTT degradation [ms]
Avg
Max
1 conn.
100 conn.s 1 conn.
100 conn.s
1,25
5,6
1,85
>11
1,25
5,6
1,45
>11
1,9
9,85
2,3
>11
2,35
9
2,55
>11
2,05
9,25
2,35
>11

As shown in previous Tables 9-10-11, in all cases the RTT degradation due to the insertion of a
IPv4-IPv6 translator depends on the traffic load and on the direction of translation. However, in
most of the cases RTT degradation even in heavy load condition and for any packet length do not
exceeds some (few) ms with respect to the case of no translation (i.e., the IPv4 or IPv6 network only
cases indicated in the graphs). Instead, in the case of small or negligible traffic load the RTT
differences do not exceed 2 ms in all cases.
The RTT degradation even though negligible if compared to typical RTTs values are too high if
compared with those obtainable using more modern and performing packet processing technologies
using high performance CPUs and more modern software implementation of the address/protocol
translation.
Several open-source translation software have emerged during the last few years. In the following
we summarize some results concerning the performance analysis of three important tools named:
Jool, TAYGA and map646 which are commonly used in today IPv4/IPv6 translation [28]. The
stateless analysis has been considered.
7.4 Stateless Jool, TAYGA and map646 – NAT64 performance
As outlined in previous Sections, nowadays, stateless IP/ICMP translation (SIIT) [14] (also referred
to as stateless NAT64) plays an important role in the current phase of transitioning from IPv4 to
IPv6 since it is used in several contexts. As an example, it is a part of the well-known stateful
NAT64, which is used together with DNS64 [29] to enable IPv6-only clients communicating with
IPv4-only servers. It works in the CLAT devices of 464XLAT [30], too (see after). SIIT can also
be applied to provide IPv4 access to IPv6-only data centers or services. Both SIIT and stateful
NAT64 fell into the category of single translation solutions.
The main performance parameter used to assess the behavior of these IP conversion tools is the
(bidirectional) throughput achievable when the traffic passes into the SIIT translator. In general, it
is expected this throughput depends on the:
•
•
•
•

Packet queue and buffer size in the translator server,
The queue discipline,
the processing speed required to carrying out header and packet protocol translation
the number of threads of the CPU running in the translation server
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•

the type of the implementation of the conversion software i.e., when considering Linux OS if the
conversion software runs into Kernel or in the user space

The ideal performance of the translator is achieved when the input and output throughputs in and
out from the translator are almost the same after conversion and in both directions.
The most common open-source translator software is implemented in Linux OS using the netfilter
and iptables packages. Recent work concerning the performance evaluation of these modern IPv4IPv6 translations tools has been presented in [28]. In this paper, the throughput and frame loss rate
benchmarking procedures specified in RFC 8219 [31] have been considered to evaluate the
performance of three free SIIT software, namely: Jool, TAYGA, and map646.
The test setup is the same as illustrated in Figure 15. Tests have been executed and measurements
repeated 20 times. The median as well as the 1st and 99th percentiles of the performance parameters
have been evaluated. TS1 (or N) and TS2 (or P) indicates two configurations of the PCs equipped
with Linux OS running the conversion tools. TS2 machines is equipped with a multi-core CPU
while TS1 uses only one single core.
7.5 Jool performance
The throughput of Jool software has been reported in Figure 16 for different frame sizes (in bytes)
and considering the two directions of conversion IPv4 -> IPv6 and vice versa. Also, the overall
bidirectional throughput has been reported. Two different machines (single core TS1 (N) for each
direction and multicore TS2 (P)) have been used to run the translator software.
Figure 16: Throughput of Jool software for different frame sizes – TS1 (data taken from [28]).
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Figure 17: Throughput of Jool software for different frame sizes – TS2 (data taken from [28]).

As shown in Figure 16 and Figure 17, the throughput values obtained with Jool are nearly constant.
Only a very slight decreasing tendency with the increase of the frame size is experienced. This
behaviour has been explained by the authors with the fact that the bottleneck is the processing power
of the CPU and not the transmission capacity of the 10 Gbps Ethernet link connecting the different
devices in the test setup. In fact, it should be reminded that the amount of work needed for header
processing does not depend on the frame size and on the transmission through the PCI Express bus
which is very fast. By examining the figures for a given frame size, for example 128 bytes (i.e., 128
bytes long Ethernet frames carrying IPv6 datagrams and 108 bytes long Ethernet frames carrying
IPv4 datagrams) it can be observed that the median throughput values of the forward (form IPv6 to
IPv4), reverse (from IPv4 to IPv6) and bidirectional traffic are 296,972fps (frames per second)
290,234fps, and 547,848fps, respectively. The observation that the bidirectional throughput is
5.62% less than the double of the minimum of the unidirectional throughput (580,468fps) can be
explained by the fact that although Ethernet is full duplex and the packets in the two directions are
handled by two separate CPU cores, some other resources (e.g., the memory and the PCI express
bus) are shared.
7.6 TAYGA performance
The throughput results of TAYGA obtained using the same Jool settings are reported in Table 12
and in Table 13. One of the most salient things is that the bidirectional throughput is rather low
compared to the single directional ones. It is so because TAYGA can utilize only a single CPU core.
Table 12. TAYGA Throughput (N) values for different frame sizes, TS1 (data taken from [28]).
Frame
size
(bytes)

Average

Minimum

Maximum

Average

84

135000

134797,5

136485

100000

96000

105000

128

141000

140788,5

142551

118000

113280

256

150000

149775

152100

141000

512

140500

140289,25

142045,5

768

140200

139989,7

1024

140000

1280

139500

IPv6 --> IPv4

IPv4 --> IPv6

Bidirectional

Minimum Maximum Average

Minimum

Maximum

119000

114240

124950

123900

119000

114240

124950

138180

148050

148000

141932

155400

138000

135240

142140

148000

141932

155400

141742,2

138000

136068

142140

148000

141932

155400

139790

141540

136000

130560

142800

147000

140973

154350

139290,75

141034,5

136000

130560

142800

146000

140014

153300
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Table 13. TAYGA Throughput (P) values for different frame sizes, TS2 (data taken from [28]).
Frame
IPv6 --> IPv4
size
(bytes) Average Minimum Maximum
84
222750
243225
225000
225720
246468
128
228000

IPv4 --> IPv6
Average

Minimum
218828
227000
218828
227000

Bidirectional

Maximum
240620

Average

240620

Minimum
191904
199900
216000
225000

Maximum
209895
236250

256

225000

222750

243225

225000

216900

238500

228000

218880

239400

512

223000

220770

241063

223500

215454

236910

225000

216000

236250

768

223000

220770

241063

220000

212080

233200

225000

216000

236250

1024

220000

217800

237820

222000

214008

235320

224000

215040

235200

1280

221000

218790

238901

210000

202440

222600

224000

215040

235200

It can be observed that there are performance problems at 84bytes and 128bytes frame sizes: the
throughput is significantly lower than it is at 256 bytes, and the error bars of the IPv4 to IPv6 traffic
are very high, indicating significantly scattered measurement results. (For example, the 1st
percentile is 96,777 fps and the 99th percentile is 138,183 fps at 84 bytes frame size.)
7.7 Map646 performance
The throughput results of map646 produced by TS1 are shown in Table 14.
Table 14. Throughput of map646 tool for different frame sizes – TS1 (data taken from [28]).
Throughput (frames/s)
Frame size
(bytes)

Average

Minimum

Maximum

84

100000

98500

122000

128

110000

108350

137500

256

138000

138000

139380

512

135000

134797,5

135135

768

134000

131990

135340

1024

133000

129675

134064

1280

133000

132853,7

133133

The throughput results in Table 14, similarly to TAYGA, there are significant problems at 84 bytes
and 128 bytes frame sizes: the throughput is visibly lower than at 256 bytes frame size. In fact, the
throughput is significantly lower than the throughput at 256 bytes, indicating significantly scattered
measurement results.
The throughput result at 1518 bytes is missing because all frames were lost due to (wrongful)
fragmentation. Otherwise, the results from 256 bytes to 1280 bytes frame sizes are nearly constant,
showing only a small degradation with the increase of the frame size.
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7.8 Performance comparison of the three conversion tools
To compare all three implementations of the IPv4/IPv6 conversion tools, the throughput values
measured with 256 bytes long frames have been considered so to exclude the effect of the strange
behaviour of TAYGA and map646 at the two shortest frame sizes.
The results are shown in Figure 18. It can be observed that Jool has significantly outperformed both
TAYGA and map646, which was exactly what we expected, because Jool works in the Linux kernel
space and the other two implementations work in the user space.
Figure 18: Comparison of Throughput between Jool, TAYGA and map646 for a frame size of
256 byte (taken from [28]).

We note that the choice of the throughput results with 256 bytes frame size was in favour of TAYGA
and map646 over Jool.
7.9 Frame loss rate tests
According to RFC 2544 [32], frame loss rate tests should be performed for all frame sizes. This
leads to a very high number of measurements to perform and results to evaluate. Since from previous
results the throughput shows only a very slight decrease with the increase of the frame size, authors
considered performing all possible measurements as pointless in the considered particular case.
Therefore, two frame sizes, 128 bytes and 1280 bytes have been selected for testing.
Jool
The results of approximate frame loss rate of Jool measured on TS1 from [28] have been reported
in Table 15.
Table 15. Frame loss rate of Jool for frame sizes of 128 and 1280 bytes – TS1 (data taken from
[28]).
Frame
rate (kfps) Average

128 bytes
Minimum

1280 bytes
Maximum

Average

Minimum

Maximum

50

0

0

0

0

0

0

100

0

0

0

0

0

0

150

0

0

0

19

18,81

19,19

200

0

0

0

23

22,77

24,84
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250

0

0

0

33

32,67

36,3

300

4

3,68

4,8

12

11,28

13,44

350

17

16,83

20,4

22

21,12

23,76

400

26

25,74

28,314

32

31,36

33,248

450

33

32,67

34,65

41

38,95

44,362

500

41

38,13

45,92

47

43,71

50,854

In accordance with Table 15 no frame loss occurred from 50 kfps to 250 kfps. From 300 kfps rate,
an increasing frame loss rate can be observed. For any given frame rate, the frame loss rate with
1280-byte frames were higher than with 128-byte frames, which also complies with the results in
Figure 16: the throughput expressed as frames per second had a slightly decreasing tendency with
the growth of the frame size. From the raw data, the authors observed that from 300 kfps, the number
of frames transmitted during the 60s long tests were approximately constant, about 17.5 million and
15.9 million with 128-bytes and 1280-bytes frames, respectively. Thus, it can be concluded that
Jool has shown a very stable behaviour even under serious overload conditions.
The frame loss rate results of TAYGA measured on TS1 are shown in Table 16. Whereas the median
values roughly comply with what could be expected on the basis of the previous results, the most
conspicuous thing is the appearance of the high error bars from 200kfps to 400kfps caused by some
outliers. In fact, frame loss appears from 150,000 fps, its tendency is increasing, and the frame loss
is higher for the longer frames. This result agrees with the high fluctuation of the throughput results
of TAYGA in the IPv4 to IPv6 direction at 128 bytes shown previously. However, the throughput
results on the same figure are very stable at 1280 bytes.
Table 16. Frame loss rate of TAYGA for frame sizes of 128 byte and 1280 byte (data taken from
[28]).
Frame
rate
(kfps)

128 bytes
Average

Minimum

1280 bytes
Maximum

Average

Minimum

Maximum

50

0

0

0

0

0

0

100

0

0

0

0

0

0

150

17

16,83

17,17

19

18,81

19,19

200

13

12,87

14,04

23

22,77

24,84

250

23

22,77

25,3

33

32,67

36,3

300

38

34,96

45,6

42

39,48

47,04

350

50

49,5

60

52

49,92

56,16

400

53

52,47

57,717

58

56,84

60,262

450

59

58,41

61,95

62

58,9

67,084

500

62

57,66

69,44

65

60,45

70,33
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Tests with mixed traffic
Similar to the frame loss rate tests, two selected frame sizes equal to 128 and 1280 bytes have been
selected. RFC 8219 requires the usage of 100%, 90%, 50%, and 10% translated traffic and the
remainder should be native IPv6 traffic. In addition to that, they found that it was worth using also
75% and 25% as translated traffic, as well as native IPv6 traffic as reference.
Figure 19: Throughput of Jool with mixed traffic for frame sizes of 128 byte and 1280 byte: N,
IPv4→IPv6 (taken from [28]).

From previous results it can be concluded that in the case we should need to insert one translation
tool in ACS to guarantee coexistence between IPv4-only and IPv6-only hosts, the Jool open-source
tool seems to be the most performing stateless (and also stateful NAT64) tool to be used. It can be
easily installed on Linux. As previously outlined, the main reason for jool to outperform TAYGA
and amp646 is due to its implementation in the Kernel space using netfilter and iptables Linux tools.
Instead, TAYGA and map646 runs in the user space and this severely limits their performance
especially at high input frame rates.
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8. ACS and IPv4/IPv6 translation
The main objective of the WP3 Task 3.2 activity is the study of the problem of IPv4/IPv6
interworking in the different ACS communication contexts. In the following of this Section, we
propose one possible solution for solving the problem of IPv4 IPv6 interworking in ACS.
8.1 ACS communications in the different railway contexts
The typical ACS communication scenario has been illustrated in RelD-1 (Section 2) and is repeated
in the scheme depicted in Figure 20.
Figure 20: Principle scheme of the model for the ACS-based communication link.

On board applications (OAs) running on hosts connected the local on-board area network can
communicate among them and with network side (trackside) applications (NAs) running on other
hosts connected to the network ACS gateway (NG). For the communication between the OA and
the corresponding NA, ACS GWs in Figure 20 set up one (or more) logical tunnel(s) over the
(available) IP-based bearer(s). Packets from OA to NA (and vice versa) flow through the tunnel.
In general, the setup, maintenance and the release of tunnels are entirely managed by the ACS-GWs
(the Onboard gateway (OG) and the network side ACS gateway (NG)).
Before going further, it is important to note that the ACS communication reference “model” in
Figure 20 between the OA(s) and the NA(s) applies independently of the railway context i.e., the
mainline/high speed, urban/metro, regional and station/yard. From the point of view of ACS, what
differentiates the various railway contexts is the (statistical/stochastic) behaviour of the
communication channel in Figure 20,which is used by the tunnel as seen at IP level by the OA and
NA running over the hosts.
In principle, this behaviour can be described by the statistics of the IP-link key performance
parameters (KPI) including: latency and its fluctuations (i.e., the jitter), packet loss, probability of
receiving packets and the IP-link capacity (also indicated as bandwidth). To better understand the
(random) variability of IP-link KPIs, considering for example the mainline/highspeed or regional
scenarios, it should be noted that the available communication bandwidth can significantly vary
with time in accordance with the type and number of bearers the ACS can rely on along the track.
When considering the train moving in a rural environment, bearers capable of providing high
transmission capacity such as 4G and 5G could not be available. In this case the ACS should rely
on the (modest) transmission capacity offered by 3G systems or even 2G (with GPRS). As a viable
alternative, satellite link could be considered to improve capacity. The situation changes drastically
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when the train moves in urban or sub-urban environments where, ACS could rely on the (possible)
simultaneous presence of more bearers capable of offering higher transmission capacities.
The host running the OAs or the NAs in Figure 20 can use IPv4 or IPv6 (or both i.e., in the following
we indicate this type of host as IPv4/IPv6) to communicate with the OG or NG which are in charge
of managing their associated local networks. Local networks can include a multitude of sensors or
other communication devices as for example specified in TMCS studied in the CONNECTA project
(https://cordis.europa.eu/project/id/730539).
In the following we assume the ACS-GW is a dual IP stack device i.e., the ACS-GW can manage
with IPv4, IPv6 or both type of packets. This means that the ACS-GW can also create and manage
two logical local networks being the first based on IPv4 and the second on IPv6. The IPv4 (IPv6)
only hosts communicate with the ACS-GW using the corresponding IPv4 (IPv6) local logical subnetwork. The IPv4/IPv6 Hybrid hosts can communicate indifferently on one of the two subnetworks although, due to the gradual replacement of IPv4 with IPv6, the IPv6 sub-network should
be privileged.
The ACS tunnel established between the OG and NG for transporting OA-to/from-OG packets can
be based on IPv4 or IPv6. This depends on the type of end-points where the tunnel terminates and
then on the characteristics of the connectivity service offered by the bearer(s) available to ACS at
certain time in a certain place. Due to their great flexibility and simplicity, GRE type tunnels are
considered in ACS. When looking at GRE implementation in Linux or CISCO devices we can
distinguish between IPv4 and IPv6 GRE tunnels i.e., the endpoints of the tunnel are identified by
IPv4 or IPv6 addresses. Independently of the IP type, the single GRE tunnel can always encapsulate
any valid packet of layer 3 protocol. This means the single IPv4 packet can be encapsulated in the
IPv6 GRE tunnel and vice versa. As stated in previous Section 7 the usage of tunnels allows to
easily and seamlessly inter-connect networks using different IP protocols and, obviously, ACS can
benefit of this feature allowing to greatly simplify the interconnections of IPv6 networks through
any type of intermediate network(s) IPv4 or IPv6. The setup of tunnel allows to completely mask
the network or networks to be traversed to interconnect the OG with the NG. In principle, the tunnel
can encompass one or more IPv4 and or IPv6 networks.
To assess the different connectivity scenarios between two ACS-GWs we can refer to the scheme
in Figure 21.
Figure 21: Scheme for connectivity in the ACS.

Each connectivity scenario can then be obtained by combining:
1. The type of the involved OA: IPv4 or IPv6 or IPv4/IPv6
2. The tunnel type: IPv4 or IPv6
3. The type of the involved ON: IPv4 or IPv6 or IPv4/IPv6
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The eight possible connectivity scenarios in the ACS system that can be generated from Figure 21
have been summarized in Table 17.
Table 17: Possible 8 IP combinations between OA and NA
OA
IPv4
IPv4
IPv4
IPv4
IPv6
IPv6
IPv6
IPv6

Tunnel
IPv4
IPv4
IPv6
IPv6
IPv4
IPv4
IPv6
IPv6

NA
IPv4
IPv6
IPv4
IPv6
IPv4
IPv6
IPv4
IPv6

Thanks to the dual stack feature of the ACS GWs at both sides of the ACS link it can be observed
that IP translation functionalities are necessary only when OA and NA adopt different IP protocols.
These cases have been evidenced in bold in Table 17.
Furthermore, both the ability of ACS-GWs of working with IPv4 and IPv6 packets and the usage
of GRE IPv4 or IPv6 tunnels avoid the explicit introduction of IP translation function to convert
packets for transmission over the tunnel. As shown in the next Section, tunnel encapsulation allows
to restrict the necessity of introducing IPv4/IPv6 translation only inside the ACS-GW when routing
is required between IPv4 and IPv6 networks managed by the ACS-GWs.
8.2 ACS and IPv4/IPv6 interworking
To identify scenarios where IPv4/IPv6 interworking can be necessary, we need to consider the
presence of hosts connected on the local ACS-GWs networks (on board or at the network side)
using the two different network addressing schemes: IPv4 and IPv6.
The analysis should start by distinguishing between the following two ACS scenarios:
1. Communications between IPv4 or IPv6 hosts, belonging to the same ACS local area network
managed by the same ACS-GW (OG or NG);
2. Communication between IPv4 or IPv6 hosts, residing on local area networks managed by the OG
and the NG, respectively.

In the following we only consider the communication scenario in the previous point 2. As it will be
clear in the following, the scenario described in point 1 is a particular case of that on in point 2.
8.2.1

ACS connection setup

The creation and the managing of ACS tunnels can be divided into three successive phases:
1. signaling: OG and NG are connected to hosts running the OA and NA (respectively), exchange
signaling information using the SIP protocol to setup the OG-NG communication tunnel used to
transfer OA-NA packets;
2. data transfer (between the OA and NA); it includes the maintenance and the management of the
ACS-link through the monitoring of the status of the OG-NG tunnel;
3. disconnect: it includes the release of the communication resources at the end of the session.
[AB4Rail] GA [101014517] D [3.2]
[Analysis of IPv4-IPv6]

49 | 70

In the case of scenarios with OA and NA using the same network protocol (e.g., IPv4 or IPv6) the
three phases in previous points 1, 2 and 3 follow the un-modified SIP signaling and media layer
setup rules summarized in the Del.3.3 of X2Rail-3 project [33]. In this case SIP signaling is carried
out assuming each ACS-GW (OG and NG), it owns all the necessary servers and functionalities
required to run the SIP-based signaling overlay network i.e., the ACS-GW can act as SIP proxy as
well as Registrar (see RelD-1) and as a Location server (if/when needed). We assume the SIP proxy
(and all other SIP devices) can be embedded in the ACS-GW or can run on a specialized host in the
local area network managed by the corresponding ACS-GW. Furthermore, the SIP-proxy can
transmit/receive packets on IPv6 network and/or if necessary, can be of dual stack type.
Hybrid communications between OA and NA are of interest when we consider the OA running over
an IPvX (e.g., IPv4) only host wanting to communicate with the NA running on the IPvY (e.g.,
IPv6) only host. In this case we need to setup an inter-domain communication link. As shown in the
following, this could require a revision of the SIP signaling procedure and the introduction of some
modifications in SIP behavior that will be discussed in Appendix B: STUN/TURN and ICE
procedure for SIP/SDP and that can be applied in the ACS IPv4/IPv6 interworking network
solution presented in the next Section.
8.2.2

ACS IPv4/IPv6 interworking based on segregating the IPv4 applications/hosts

Even though the end goal might be an IPv6-only ACS network services which are still completely
incompatible with IPv6 are not unheard of. To this purpose one effective technique used in data
centres consists in isolating them into small IPv4 islands and still keep most of the communication
infrastructure as IPv6. In general, this technique is known as “SIIT-DC: Dual Translation Mode”
(SIIT-DC-2xlat) and it can be applied to the ACS ecosystem. In the following we assume IPv6 is
the default addressing scheme of the entire ACS network, but we assume there can be
hosts/applications only supporting IPv4.
In this case, as indicated in the previous Section, stateless or stateful NAT executes address and
packet translation. These devices can be successfully used to hide the IPv4 sub-networks managed
by the ACS-GW to the IPv6 ACS-network as illustrated in Figure 22.
Figure 22: Connections between OG and NG in ACS scenario, in case of stateless NAT.

[AB4Rail] GA [101014517] D [3.2]
[Analysis of IPv4-IPv6]

50 | 70

In the case in Figure 22, the Edge Relay (ER) and the Border Relay (BR) can be used to:
a. Map IPv4 addresses on IPv6 (i.e., this means that all IPv4 hosts appear as IPv6 ones and can be
reached by configuring IPv6 routing tables properly) and
b. Execute protocol (packet) translation.

The SIIT traditional mechanisms in [14] that have been illustrated in the previous Section 5.1.2 can
be used to perform IPv4-IPv6 translation. The ER in Figure 22 allows to isolate the IPv4 devices
from the rest of ACS network managed by the ACS-GWs. This approach allows the ACS
infrastructure to run over IPv6 independently of the presence of IPv4-only hosts. The ER is stateless
and it adopts EAMT to perform the stateless NAT and to associate IPv4 addresses with IPv6
addresses. This means that thanks to EAMT all hosts with addresses in the IPv4 network are visible
as hosts with IPv6 addresses. Similarly, the border relay (BR) uses the EAMT to show IPv6 hosts
connected to the ACS-GW outside with IPv4 addresses e.g., in the Internet. In particular, an IPv4
client within the network that wishes to contact an IPv4 server from outside uses the pool6
mechanism in the BR to route the IPv4 server over the IPv6 network. The same is true for IPv6
hosts who wish to communicate with IPv4 hosts by forming the IPv6 address according to the pool6
methodology.
Basically, the pool6 prefix is only used to mask IPv4 Internet (ACS external) nodes (this is a wellknown pattern used very often because it works fine), whereas the EAMT is used to mask all the
ACS servers and devices.
When stateful NATs are used in place of ER and BR the overall system architecture becomes as
that in Figure 23.
Figure 23: Connections between OG and NG in ACS scenario, in case of stateful NAT.

The main differences between the two schemes in Figure 22 and Figure 23 are that CLAT acts
exactly like ER while PLAT is typically a NAT64 stateful and only uses pool6 mode with DNS64.
The SIIT-DC2lax addressing scheme allows IPv4 and IPv6 hosts to coexist over the same IPv6
network. As in the case of IPv4, hosts on the same IPv6 network are seen with a network prefix and
suffix that identifies the single host. By correctly setting the DNS and routers, the solution in Figure
23 allows you to solve the coexistence problems of IPv4 and IPv6 networks.
The ACS network architectures in Figure 22 and Figure 23 respond to the Step 4 in the IPv4/IPv6
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transition introduced at the beginning of Section 4.1. The role of DNS in the network arrangements
in Figure 22 and Figure 23 is important. For each host that can be reached through IPv4 or IPv6
addresses, the DNS should return both IPs (i.e., the A and AAAA records) upon request from one
application running on IPv4 or on IPv6 host. In principle, the DNS server could reside in IPv4 or
IPv6 network or could be dual stack and could be connected to the OG or to the NG or both in the
case of distributed DNS. In the case of no dual stack DNS residing in the IPv6 network, the IPv4
DNS address should be known to the IPv4 hosts behind the ER/CLAT. In this case the EAMT table
in the ER or in the CLAT should contain an explicit IPv4->IPv6 address conversion record referring
to the IPv6 address of the DNS.
8.3 On the end-to-end latency and other degradations due to IPv4-IPv6 protocol conversion
and implications for ACS
From results presented and discussed in previous Sections 7.1 and 7.4 the insertion of a subsystem
for IPv4-IPv6 protocol conversion to inter-connect sub-networks with different addressing schemes
can introduce degradation in the overall transmission latency. This impairment can be related to the
additional time for the processing of packets for the necessary protocol conversion operations. The
subject of evaluation of the overall end-to-end latency in ACS system will be investigated in the
next deliverables concerning the WP3 activities within the AB4Rail project. In this deliverable we
are mainly interested to discuss on the possible increase of end-to-end latency due to IPv4-IPv6
protocol conversion operation.
From the results presented in previous Sections, we can observe that degradation on the end-to-end
latency due to protocol conversion operation was significant when dealing with older computing
devices providing very low performances. These results have been reported and discussed in
Sections 7.1-7.3 but they should be considered only for historic importance because they were
obtained using very old hardware and software tools even though they provide useful hints
concerning the evaluation of additional latency in the case of protocol conversion. In general, this
evaluation is not an easy task because it depends on many factors, not least the length of the packet
to be converted (especially in IPv4 for which it is also necessary to calculate the checksum) and the
packet rate i.e., by the load offered to the protocol conversion device (e.g., router).
In more recent devices or routers implementing IPv4-IPv6 protocol conversion, the processing time
for each packet is very low (order of tens of microseconds) and in general a dedicated measurement
setup even requiring specialized Packet-Capture Line Card should be used to assess the Packet
Processing Times (PPTs), [51]. As expected, the PPT depends on the characteristics of the
considered hardware platform. Some values taken from [51] have been repeated in the following
table for two different processing machines and variable link capacities. The hardware and software
of the machines under test are quite old i.e., 2013.
Table 18: packet processing time [51]
Machine Type

PPT (µs)

Std (µs)

Dell 3000

Link capacity
(Mbps)
10

20.5

0.31

Dell 3000

100

13

0.42

I531S

10

16

0.31
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I531S

100

7

0.42

When link capacity increases in the order of 1 Gbps and packet processing speed increases,
obviously a further reduction of PPT up to some s is expected in the actual processing systems.
The overall processing time required for packet protocol conversion should be not so far from those
reported in Table 18 taking into account that header substitution should require to change the pointer
to the internal memory containing the new header. In the case of IPv6 to IPv4 conversion the
calculation of packet checksum for IPv4 should be the only additional operation required.
In general, due to the difficulty in evaluating the processing time (especially in modern systems),
an input-output characterization of the protocol conversion device is typically adopted to assess its
performance (see Section 7.4) in terms of the (bidirectional) packet/frame processing throughput
and the frame loss percentage or the frame loss rate due to overload of the protocol conversion
device.
As indicated in [28], (see Section 7.6), the performance of a modern protocol conversion system
(i.e. year 2018) is expressed in terms of the above listed parameters which depend on the following
features:
c. hardware architecture
d. the processor speed and its number of cores and the presence of a GPU
e. the software used for conversion (i.e., if the software operates at kernel level as Jool or at user space
level e.g., TAYGA)
f. if packet/frame processing is vectored or not,
g. if packet/frame conversion takes place directly inside the (programmable) network interface card

Then the performance results in Sections 7.4-7.6 should be considered specific of the
hardware/software configuration used in the test platform.
In general, until the input packet (or frame) flow rate is below the maximum throughput of the
conversion system, the overall conversion time can be assumed as the inverse of the throughput. In
the case of high packet processing throughput (which is typical for the modern systems – see the
frame rate of the processed frames in Section 7.4 and 7.6) the small values of the processing time
(order of s or tens of s) do not influence the overall end-to-end latency characterizing the IP link.
Otherwise, packets (frames) to be converted are enqueued and depending on the dimensions of the
buffers and on the peak value of the input packet (frame) could be discarded leading to packet/frame
loss which should be avoided.
The main lesson learned from results in Section 7.4 and 7.6 are that from a practical point of view,
the actual subsystem for IPv4-IPv6 protocol conversion should be designed in such a way to
guarantee the required throughput before the system starts to discard frames due to insufficient
processing resources. In general, after proper hardware and software design of the conversion subsystem it should be necessary to test the system on field so to assess its effectiveness and to establish
its compliance with the imposed requirements on the envisaged packet/frame rates.
Protocol conversion in ACS and implications on the end-to-end latency
To discuss on the impact of IP conversion in ACS communications we refer to the architecture in
Figure 22 and Figure 23. In these cases, we should consider two types of conversions:
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a. IPv4-IPv6 protocol conversion to inter-connect the IPv4 islands (or the single IPv4 device)
to the ACS IPv6 network;
b. (Possible) GRE tunnelling of IPv6 packets on IPv4-based networks.
The main performance parameters for IPv4-to-IPv6 conversion to be accounted for in the system
design are the throughput and the frame loss discussed in previous Section. As stated previously,
the machines designed for achieving protocol conversion should be tested to guarantee the required
performance once given (estimated) the amount of packet flows originating/directed from/to the
IPv4/IPv6 sub-network(s). In the case of un-acceptable frame loss, the protocol conversion device
should be re-designed to increase the processing speed maybe requiring the revision of its
hardware/software processing architecture.
On the other hand, if we consider the conversion performance corresponding to the old
hardware/software reported in Section 7.1 as a sort of (worst case) reference, we observe the
additional latency due to conversion could be significant. As shown in Sections 7.1-7.3 this
additional latency may be in the order of some ms (from 1 ms up to 6 ms (99th-percentile) in the
case of high load) depending on the number of active connections managed by the protocol
conversion system and on the lengths (in bytes) of the interrogation and response packets. In this
case, assuming no frame loss in the protocol conversion device, the achievable end-to-end latency
and then the overall throughput could be influenced by the conversion operation and the end-to-end
latency performance of some classes of ACS services i.e. those requiring ultra-low latency below
10 ms (class 4 for very critical data) [52, Table 4 (Traffic class ID)] could be compromised.
For what concerns the (possible) GRE tunnelling IPv6 packets over IPv4 network which is used to
connect OG and NG ACS gateways the additional delay introduced by tunnelling operation should
be a fraction of the PPT in Table 18 i.e. few additional s or lower depending on the obsolescence
of the underlying network device and of the CPU processing technology. In principle tunnelling
encapsulation/decapsulation should only consists in adding and removing headers to the
encapsulated IP packet (i.e. the payload). This operation is similar to the one executed to assemble
IP packets inside the protocol stack and this can be executed in very short processing time even on
relatively old hardware since no data movements in memory is required except for the calculation
of the checksum in the case of IPv6 over IPv4 tunnelling.
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9. SIP in heterogeneous IPv4/IPv6 networks
As detailed in RelD-1 the SIP (Session Initiation Protocol) is an application layer protocol for
signalling multimedia and multiparty sessions. In order to establish one SIP-based connection
among two or more hosts, the interworking of two layers is required: one intended for signaling a
call and the other one used for transporting the media. Typically, the Real-Time Transport Protocol
(RTP) described in RFC 3550 in 2003 [34] is assumed for media exchange.
The effects of the IPv4/IPv6 transition in the scenarios indicated in Figure 22 and Figure 23 the
issues related to the network layer, signalling layer, and media layer can be analyzed individually,
and their requirements evidenced.
Network Layer Issues: from the network view the main requirement is the IPv6 reachability: SIP
components must be accessible either per native IPv6 or via one of the transition technologies.
Given that we are steering towards the IPv4/IPv6 mixed Internet dual-stack capability will vitally
relieve the issues of heterogeneous SIP architecture. In other words, to provide SIP services also in
IPv6, the critical components must be IPv6 enabled or at least reachable.
Signalling Layer: signalling Layer covers both protocols substantial to signal a call session, namely
SIP and DNS (Domain Name System). The native IPv6 scenario (i.e., the stage 5) demands no
additional adaption as compared to the native IPv4 except IPv6-enabled components. The real
challenge however is the interworking of IPv4 and IPv6 domains as SIP carries IP-addresses in its
header-structure. This necessitates the introduction of Application Layer Gateways (ALG) or other
facilities adapting the headers appropriately. In fact, as outlined in Figure 23 and Figure 24, there
are two possible solutions for the interconnection of an IPv4 and an IPv6 domain based on stateless
or stateful NAT which should collaborate with a SIP-ALG, and a SIP Proxy Server acting as a
B2BUA (Back-to-Back User Agent) for both domains. Generally, both are SIP-aware with
individual pros and cons. The most important constraint for both approaches is that during a SIP
session each signalling message must traverse the same transition point. The reason therefore lies
in the signalling of the media channel, since the IPv4/IPv6 translation points must be also negotiated
which causes re-writing of the SIP-headers and the SDP part of the header. To insert such an
interconnection device permanently into the signalling path the Record-Route header is used. This
SIP-header enforces routing through network node, for instance NAT or Proxy Server, and must be
appropriately rewritten depending on the network section (IPv4/IPv6) the message traverses. If
during a dialog only domain names are applied the issue is reduced to a minimum, at least for the
SIP-headers, since SDP further mainly embeds pure IP-addresses but this this is an aspect of the
Media-Layer.
Role of DNS: In general, DNS is used to resolve the domain names of serving out-/inbound Proxy
Servers into their corresponding IP-addresses. There are two possible ways to obtain the IP-address
of a Proxy Server: by requesting the A/AAAA-record (A-record for IPv4 and AAAA-record for
IPv6) or by requesting the SRV record (SeRVice–record for SIP). To support SIP in IPv6, the IPaddresses of relevant Proxy Servers must be registered in the DNS database. This requires that DNS
servers (and their associated zone files) are updated with new records. For the dual-stack Proxy
Servers both IPv4 and IPv6 addresses should be included in the DNS-database so that both IPv4
and IPv6 User Agents can be served in the same SIP domain.
Media Layer: In the session establishment message (INVITE) SIP transports an SDP payload to
negotiate the attributes of the media session including codec, transport address, and protocol. Once
again, the interworking of heterogeneous networks (IPv4/IPv6) is an issue. For the purpose of
interworking, the media relay is necessary, which listens on the negotiated ports and translates the
packets between two domains. The deployed media transport protocol, mostly Real-Time Transport
Protocol (RTP), is completely unaffected as it only delivers coded media data. Normally, the ports
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for media are negotiated between the corresponding UAs but in a scenario with the interworking
node the SIP-ALG or Proxy Server overtakes this duty. It signals a known media relay which port
to use in IPv4 and in IPv6. SIP-translator controls which media relay should be used and is therefore,
able to adapt the SDP transport address/port appropriately. Hence, both UAs (IPv4/IPv6) get the
media relay as corresponding media endpoint communicated within the corresponding INVITE
message. The last sections showed a pure theoretical point-of-view. At this stage of SIP/IPv6
development and standardization almost all major challenges are solved.

9.1 SIP IPv4/IPv6 transition
In IETF RFC 6157 the problem of how the IPv4 Session Initiation Protocol (SIP) user agents can
communicate with IPv6 SIP user agents (and vice versa) at the signalling layer as well as exchange
media once the session has been successfully set up. The problem has been studied considering both
single and dual-stack user agents.
From the following discussions, it will be clear that the network solution required to allow SIP
working properly in IPv4/IPv6 environment strongly depends on the choices made by the network
designers and administrators to properly configure the network services, such as DNS, DHCP, the
relay translators ER/BR, CLAT/PLAT, the definition of the ACS network domains and so on. In
this Section we review the main solutions approved by IETF to allow SIP working during IPv4/IPv6
transition.
From Appendix in the RelD-1 and from RFC 3261 [35], SIP protocol allows to establish and manage
multimedia sessions. The setup of the media session follows two distinct phases:
•
•

Signaling exchange and
Media transfer between endpoints.

After the exchange of signalling messages, SIP endpoints can start to exchange session or media
traffic, which is not transported using SIP but a different protocol such as Real-Time Transport
Protocol (RTP) (most of the times). Consequently, a complete solution for IPv4/IPv6 transition
needs to handle both the signalling layer and the media layer.
As shown in the following, while classical SIP can handle heterogeneous IPv6/IPv4 networks at the
signalling layer as long as proxy servers and their Domain Name System (DNS) entries are properly
configured by the network designer/administrator, user agents with different networks and address
spaces must implement extensions in order to exchange media between them. The system-level
issues to make SIP work successfully between IPv4 and IPv6 are detailed in RFC 6157 [36]. In
particular, the findings in RFC 6157 detail the issues related to such traffic exchanges at the
signalling layer, i.e., the flow of SIP messages between participants in order to establish the session.
It is assumed that the network administrators appropriately configure their networks such that the
SIP servers within an autonomous domain can communicate between themselves. The main
findings in RFC 6157 are summarized in the following two sections and focus on the two phases
i.e., the SIP signaling and the media layer.
9.2 SIP Signaling stage: Relaying Requests across Different Networks
A SIP proxy server that receives a request using IPv6 and relays it to a user agent (or another
downstream proxy) using IPv4, and vice versa, needs to remain in the path traversed by subsequent
requests. Therefore, such a SIP proxy server needs to be configured to Record-Route in that
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situation.
In fact, the proxy doing the relaying must remain within the signaling path for the duration of the
session otherwise, the upstream client and the downstream server would not be able to communicate
directly. To remain within the signalling path, the proxy needs to insert one or two Record-Route
headers. In particular,
a. if the proxy is inserting a URI that contains a Fully Qualified Domain Name (FQDN) of the proxy,
and that name has both IPv4 and IPv6 addresses in DNS, then inserting one Record-Route header
suffices;
b. if the proxy is inserting an IP address in the Record-Route header, then it must insert two such
headers; the first Record-Route header contains the proxy’s IP address that is compatible with the
network type of the downstream server, and the second Record-Route header contains the proxy’s
IP address that is compatible with the upstream client.

The example in Figure 24 taken from RFC 6157 (fig. 1) is helpful to illustrate this behavior. Only
the INVITE request and final response (200 OK) are shown, and several other SIP headers have
been omitted.
In this example, proxy P, responsible for the domain example.com, receives a request from an IPv4only upstream client. It proxies this request to an IPv6-only downstream server. Proxy P is running
on a dual-stack host; on the IPv4 interface, it has an address of 192.0.2.1, and on the IPv6 interface,
it is configured with an address of 2001:db8::1.
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Figure 24: Relaying requests across different networks.

When the User Agent Server (UAS) gets the INVITE message and the invitation is accepted, it
sends a 200 OK (F3) and forms a route set. The first entry in its route set corresponds to the proxy’s
IPv6 interface. Similarly, when the 200 OK reaches the User Agent Client (UAC) (F4), it creates a
route set by following the guidelines of RFC 3261 [35] and reversing the Record-Route headers.
The first entry in its route set corresponds to the proxy’s IPv4 interface. In this manner, both the
UAC and the UAS will have the correct address of the proxy to which they can target subsequent
request.
9.3 Setup of the Media Layer exchange
SIP establishes media sessions using the offer/answer model (Session Description Protocol, SDP,
RFC 8866 [37]. One endpoint, the offerer, sends a session description (the offer) to the other
endpoint, the answerer. The offer contains all the media parameters required to exchange media
with the offerer such as: codecs, transport addresses, protocols to transfer media, etc. When the
answerer receives an offer, it elaborates an answer and sends it back to the offerer. The answer
contains the media parameters that the answerer is willing to use for that specific session. Offer and
answer are written using the session description protocol (SDP).
A direct offer/answer exchange between an IPv4-only user agent and an IPv6-only user agent does
not result in the establishment of a session. The IPv6-only user agent wishes to receive media on
one or more IPv6 addresses, but the IPv4-only user agent cannot send media to these addresses, and
generally does not even understand their format. As a consequence, user agents need means to
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obtain both IPv4 and IPv6 addresses to receive media and, most important, to place them in offers
and answers i.e., in the SDP message.
Before going further, it should be noted that the IP version incompatibility problem would not exist
if hosts implementing IPv6 also implemented IPv4, and they were configured with both IPv4 and
IPv6 addresses. In such a case, a UA would be able to pick a compatible media transport address
type to enable the hosts to communicate with each other. In the first decade of 2000 years, IPv6 user
agents were not widely deployed and it seemed to be appropriate that IPv6 user agents obtain IPv4
addresses instead of mandating an upgrade on the installed IPv4 base. Nowadays, with technology
advancement, IPv6 user agents are expected to be dual-stacked and thus also support IPv4. Instead,
IPv4-only user agent base that does not or cannot support IPv6 can still exist. This fact could be
used to simplify SIP and media layer exchange setup in modern ACS network organized as indicated
before to include IPv4 and IPv6 hosts/applications.
In general, a dual stack IPv6 node is able to send and receive media using IPv4 addresses. However,
if it cannot do this (which is very unlikely, nowadays) the node should support Session Traversal
Utilities for NAT (STUN) relay usage. Such a relay allows the IPv6 node to indirectly send and
receive media using IPv4. This strategy is that the IPv4 user agents continue to operate unchanged,
but it requires an operator that introduces IPv6 to provide additional servers for allowing IPv6 user
agents to obtain IPv4 addresses. This strategy may come as additional cost to SIP operators
deploying IPv6. However, since IPv4-only SIP operators are also likely to deploy STUN relays for
NAT (Network Address Translator) traversal, the additional effort to deploy IPv6 in an IPv4 SIP
network should be limited in this aspect.
Composing the Initial Offer and connectivity establishment
In order to compose the initial offer, user agents need to gather addresses even taking into account
the present of NAT and or relay devices (e.g., ER/BR or CLAT/PLAT). To this purpose, the RFC
6157 [36] firmly recommends the usage of the Interactive Connectivity Establishment (ICE)
procedures [RFC 8445 [38]. Furthermore, in order to account for IPv4/IPv6 based offers, in RFC
6157 some modifications to the RFC 3264 have been proposed and, for brevity, are not repeated
here.
ICE is protocol that allows two communicating user agents to arrive at a pair of mutually reachable
transport addresses for media communications in the presence of NAT. It uses the STUN protocol
(RFC 8489 [39]), applying its binding discovery and relay usages. Following the ICE procedures,
in addition to local addresses, user agents may need to obtain addresses from relays; for example,
an IPv6 user agent would obtain an IPv4 address from a relay. The relay would forward the traffic
received on this IPv4 address to the user agent using IPv6. Such user agents may use any mechanism
to obtain addresses in relays, but, following the recommendations in ICE, it is recommended that
user agents support STUN relay usage for this purpose.
IPv4/IPv6 user agents should gather both IPv4 and IPv6 addresses using the ICE procedures to
generate all their offers. This way, both IPv4-only and IPv6-only answerers will be able to generate
a mutually acceptable answer that establishes a session.
Implementations are encouraged to use ICE; however, as indicated in the RFC 6157 the normative
application is left in some managed networks (such as a closed enterprise network) to the
administrator. In fact, in this case it is possible for the administrator to have control over the IP
version utilized in all nodes and thus deploy an IPv6-only network, for example. The use of ICE
can be avoided for signaling messages that stay within such managed networks. Finally, once the
answerer has generated an answer following the ICE procedures, both user agents perform the
connectivity checks as specified by ICE. These checks help prevent some types of flooding attacks
and allow user agents to discover new addresses that can be useful in the presence of NATs.
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10.

Conclusions

The Task 3.2 activities have focused on the analysis of the problems related to the simultaneous
presence of IPv4-only and IPv6-only devices connected to the same ACS network. Findings are
presented in this deliverable.
The main result of this activity has concerned the identification of one viable network architecture
for the ACS system which is capable of guaranteeing coexistence between IPv4-only and IPv6-only
hosts (or nodes). At the basis of the proposal, it is assumed that ACS uses the IPv6 addressing
mechanism by default and that communications between OG and NG always take place by
exchanging IPv6 packets over the tunnel(s) (that can be of IPv4 or IPv6 type). Each single tunnel is
established between the OG and NG endpoints using well proven tunnel technologies such as GRE.
Furthermore, it is assumed the ACS-GWs implement the dual stack, i.e., they are able to manage
IPv4 and IPv6 packets.
In the proposed ACS network architecture, it is assumed that IPv4-only hosts are segregated within
subnets that intercommunicate by means of the IPv6 network. This is allowed by the introduction
of devices that perform the packet relay functionality including the address translations of packets
from IPv4 to IPv6 or vice versa in accordance with IETF specifications. Relay devices can be
stateless (ER and BR the latter being used for connecting IPv4 hosts to the Internet) or stateful
(CLAT and PLAT which is used for connecting to the Internet).
The impact on the achievable performance on the network in the presence of these address
translation devices has been analyzed by reporting and discussing the results in the literature
regarding the actual technologies used to implement IPv4/IPv6 packet translation. In accordance
with IETF guidelines, in modern networks the impact of these devices is typically analyzed in terms
of:
a. The throughput at the input and output of conversion devices in the two directions (i.e., between
IPv4 and IPv6 and vice versa) in different traffic conditions and lengths of the frames being
converted.
b. Loss of frames due to overload of the device that performs the conversion operation, always
according to the different lengths of the incoming frames to the device and for the two conversion
directions.

We have observed that the Jool software running on Linux OS can be considered as a proven and
best performing open-source solution for implementing the stateless/stateful address translation
functionalities in ER/BR or CLAT/PLAT. Thanks to its implementation in the Kernel space of
Linux OS it provides very good performance in terms of achievable input/output throughput as well
as in terms of the frame error rate with the increasing of the input traffic.
The additional latency due to the protocol conversion can be an important factor to take into
consideration when dealing with obsolete processing devices based for example on a single
processor with no or two (few) cores. In this case, the additional latency may be in the order of some
ms depending on the load, on the number of active connections managed by the protocol conversion
system and on the lengths (in bytes) of the interrogation and response packets.
Since some classes of ACS services may require ultra-low latency (i.e. class 4 for very critical data),
they can be affected by the significant additional latency due to the IPv4-IPv6 protocol conversion.
From a practical point of view, we have observed the subsystem performing the protocol conversion
(if and when necessary) should be designed and tested on the field so to guarantee the throughput
requirements on the flows of packets to be converted.
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The presence of address and protocol translation devices inside the ACS network has leaded to the
need to analyze solutions to ensure the correct operations of the SIP signaling protocol. For this
purpose, the main standardized solutions in the IETF field have been reviewed and discussed for
the solution of the NAT traversal problems of the SIP / SDP protocol in networks with IPv4only/IPv6-only hosts. It has been evidenced that the ICE solution presented in [IETF RFC 8445] is
the more general one proposed by the IETF to solve this type of problem. The ICE approach
automatically adapts itself to the multiple network situations that can arise due to the simultaneous
presence of NAT devices, address translation relays. The ICE solution can be applied to ACS
provided the final network architecture will be specified by also including and specifying the
number and location(s) (i.e., on board, on the trackside or in the railway data center) of the SIP
Proxies (i.e., Location Servers and Registrars) and of the STUN/TURN servers needed to implement
the ICE strategy.
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12.

Appendix A

In this Appendix we detail the Host side translation mechanism. It may represent another
interesting option for ACS even though software modifications in the hosts could be required. In
addition to the network-side translation, there are also some host-side translation mechanisms. The
most important are the BIS (Bump In-the-Stack) [40] and the BIA (Bump-in-the-API) [41].
These two mechanisms are used in the case an IPv4 host/application needs to communicate with an
IPv6 remote end through one IPv6 network. Here the host is only provided with IPv6 access, and
the remote end is also in IPv6, while the upper-layer application uses the IPv4 stack. So what we
need is an IPv4-IPv6 translation inside the TCP/IP stack of the host, to simulate an IPv4
“environment” and “trick” the application into believing the remote end is also IPv4.
The purpose of the host-side translation is to preserve IPv4-only applications in the IPv6
environment and avoid application upgrades. Therefore, the reversed scenario, i.e., translation
between an IPv6 application and an IPv4 network is not demanded. We can simply use an IPv4
application in that case. To this purpose BIS and BIA take different approaches to achieve
translation.
a. BIS processes a per-packet translation, while BIA sets the translation on the socket level. They both
maintain the stateful IPv4-IPv6 address binding (port number not included) for each remote end,
which is typically triggered by DNS ALG during the heterogeneous addressing phase. Any
unassigned IPv4 addresses can be used to create binding and assigned to the host for BIS/BIA usage,
for they will not flow out the host. BIS performs packet translation based on this binding table. When
upper-layer application passes down an IPv4 data packet, BIS translates the packet into IPv6, using
the host’s IPv6 address as source address, and looking up the IPv6 destination address in the binding
table with the IPv4 destination address. When an IPv6 packet is received from the network, BIS
translates it into IPv4, uses the host’s IPv4 address as destination address, and look up the IPv4
source address in the binding table with the IPv6 source address.
b. BIA uses the binding table for socket translation by accepting the IPv4 socket invocation from the
application and translating it into an IPv6 socket invocation which is handled by the IPv6 stack. The
return values of the IPv6 invocation are then sent back to IPv4. Data is also handed over between
IPv4 socket and IPv6 socket. Since the translation happens on the socket API level, in BIA there are
no IPv4 packets.
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13.
Appendix B: STUN/TURN and ICE procedure for
SIP/SDP
The concepts of ICE, STUN, and TURN have been introduced in Appendix of RelD-1. They are a
suite of three inter-related protocols that can be combined to provide a complete media traversal
solution for NATs which can be used for SIP IPv4/IPv6 transition when ER/BR and CLAT/PLAT
are NATs. In this Section we review the main operation principles of the three protocols with focus
on ICE, which is recommended in RFC 6157 [36] to create the offer in the SIP/SDP session setup.
STUN
Session Traversal Utilities for NAT or STUN is defined in RFC 5389 updated by RFC 8489 [45].
STUN provides details of the external IP address/port combination used by the NAT device to
represent the internal entity on the public facing side of NATs. The knowledge of this external
representation can be used by a client as the connection address in SDP to provide NAT traversal.
It is known that STUN does work with Endpoint-Independent Mapping but does not work with
either Address-Dependent Mapping or Address and Port-Dependent Mapping type NATs leading
for example to the blocking of RTP packets from the remote SIP User Agent. STUN is also used as
a client-to-server keep-alive mechanism to refresh NAT bindings.
TURN
TURN is helpful to overcome the STUN problems. In fact, TURN provides an external address
(globally routable) at a TURN server that will act as a media relay that attempts to allow traffic to
reach the associated internal address. The TURN specification is defined in RFC 5766 updated by
RFC 8656 [46]. A TURN service will almost always provide media traffic to a SIP entity, but it is
RECOMMENDED that this method would only be used as a last resort and not as a general
mechanism for NAT traversal. This is because using TURN has high performance costs when
relaying media traffic and can lead to unwanted latency.
ICE
Interactive Connectivity Establishment (ICE) is the recommended method for traversal of existing
NATs. ICE is a methodology for using existing technologies such as STUN, TURN, and any other
protocol compliant with Unilateral Self-Address Fixing (NSAF) RFC 3424, [47] to provide a
unified solution. This is achieved by obtaining as many representative IP address/port combinations
as possible using technologies such as STUN/TURN etc. to learn public IP addresses and ports.
Once the addresses are accumulated, they are all included in the SDP exchange in a new media
attribute called ’candidate’. Each candidate SDP attribute entry has detailed connection information
including a media address, priority, and transport protocol. The appropriate IP address/port
combinations are used in the order specified by the priority. A client compliant to the ICE
specification will then locally run STUN servers on all addresses being advertised using ICE. Each
instance will undertake connectivity checks to ensure that a client can successfully receive media
on the advertised address. Only connections that pass the relevant connectivity checks are used for
media exchange. The full details of the ICE methodology are in RFC5245 [48]. The ICE
mechanisms are detailed in the following of this appendix.
Description of ICE operations from RFC 8445 in [38]
In the typical ICE deployment, two communicating endpoints, known as AGENTS (RFC 3264, [49]
terminology) are considered. They can communicate indirectly via some signaling protocol (such
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as SIP). SIP can be used to achieve an offer/answer exchange of SDP [49]. At the beginning of the
ICE process, the agents ignore their own topologies i.e., they might or might not be behind a NAT
(or multiple tiers of NATs). The ICE protocol allows the agents to discover enough information
about their topologies to potentially find one or more paths by which they can communicate.
The typical environment for ICE deployment is depicted in Figure 25.
Figure 25: Deployment scenario of ICE

The agents are labelled L and R. We assume both L and R are behind their own respective NATs
(ER/BR or CLAT/PLAT) and that they may not be aware of it. The type of NAT and its properties
are also unknown because the network organization can be unknown to the applications. The agents
L and R are capable of engaging in a candidate exchange process, whose purpose is to set up a data
session between L and R. Typically, this exchange occurs through a signaling server (e.g., a SIP
proxy) for example in accordance with the rules reported in RFC 6157 concerning SIP in IPv4/IPv6
network. In addition to the agents, the signalling server, and NATs, also STUN or TURN servers
can be included in the network. Furthermore, we assume each agent can have its own reference
STUN or TURN server, or they can be the same. The topology in Figure 25 is very general and
considerations that follows can be easily adapted to the IPv4/IPv6 scenario proposed in Figure 23
and Figure 24. The basic idea behind ICE is as follows: each agent has a variety of candidate
transport addresses (combination of IP address and port for a particular transport protocol, which is
assumed to be always UDP in this specification) it could use to communicate with the other agent.
These might include:
•
•
•

A transport address on a directly attached network interface;
A translated transport address on the public side of a NAT (a "server-reflexive" address);
A transport address allocated from a TURN server (a "relayed address").

Potentially, any of L’s candidate transport addresses can be used to communicate with any of R’s
candidate transport addresses. Instead, in practice many combinations will not work. For instance,
if L and R are both behind NATs, their directly attached interface addresses are unlikely to be able
to communicate directly. The purpose of ICE is to discover which pairs of addresses will work so
that they could be used for example to build an offer in SDP. The way that ICE does this is to
systematically try all possible pairs (in a carefully sorted order) until it finds one or more that work.
Thus, the ICE activities can be summarized in the following points and are detailed in the following
(from RFC 8445 [38]) paragraphs:
1. Gathering candidates;
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2. Connectivity Checks;
3. Nominating Candidate Pairs;
4. Concluding ICE.

Gathering candidates
An ICE agent identifies and gathers one or more address candidates. A candidate has a transport
address (a combination of IP address and port for a particular transport protocol, with only UDP
specified here). There are different types of candidates; some of them are derived from physical or
logical network interfaces, and others are discoverable via STUN and TURN.
•

The first type of candidates is those with a transport address obtained directly from a local interface.
This candidate is indicated as "host candidate". The local interface could be Ethernet or Wi-Fi, or it
could be one that is obtained through a tunnel mechanism, such as a Virtual Private Network (VPN)
or Mobile IP (MIP). In all cases, such a network interface appears to the agent as a local interface
from which ports (and thus candidates) can be allocated.

•

The agent can use STUN or TURN to obtain additional candidates that can be:
o
o

Translated addresses on the public side of a NAT (server-reflexive candidates) and
Addresses on TURN servers (relayed candidates).

When TURN servers are utilized, both types of candidates are obtained from the TURN server. If
only STUN servers are utilized, only server-reflexive candidates are obtained from them. The
relationship of these candidates to the host candidate is shown in Figure 26. In this figure, both types
of candidates are discovered using TURN. In the figure, the notation X:x means IP address X and
UDP port x.
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Figure 26: Candidate relationship

Other details on when the agent uses TURN to gather candidates are reported in RFC 8445 [38].
When only STUN servers are utilized, the agent sends a STUN Binding request to its STUN server.
The STUN server will inform the agent of the server-reflexive candidate X1’:x1’ by copying the
source transport address of the Binding request into the Binding response.

Connectivity Checks
Once L has gathered all of its candidates (host and/or STUN and/or TURN), it orders them by
highest-to-lowest priority and sends them to R over the signaling channel. When R receives the
candidates from L, it performs the same gathering process and responds with its own list of
candidates. At the end of this process, each ICE agent has a complete list of both its candidates and
its peer’s candidates. It pairs them up, resulting in candidate pairs.
To see which pairs work, each agent schedules a series of connectivity checks. Each check is a
STUN request/response transaction that the client will perform on a particular candidate pair by
sending a STUN request from the local candidate to the remote candidate.
The basic principle of the connectivity checks is simple:
1. Sort the candidate pairs in priority order.
2. Send checks on each candidate pair in priority order.
3. Acknowledge checks received from the other agent.

With both agents performing a check on a candidate pair, the result is a 4-way handshake:
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Figure 27: Check of a basic connectivity

It is important to note that STUN requests are sent to and from the exact same IP addresses and
ports that will be used for data (e.g., RTP, RTCP, or other protocols used for example to exchange
media data). Consequently, agents demultiplex STUN and data using the contents of the packets
rather than the port on which they are received. Methods for optimizing the check execution are
listed in RFC 8445 [38].
At the end of this handshake, both L and R know that they can send (and receive) messages end-toend in both directions from a valid list of candidates.

Nominating Candidate Pairs and Concluding ICE
ICE assigns one of the ICE agents the role of the controlling agent, and the other in the role of the
controlled agent. For each component of a data stream, the controlling agent nominates a valid pair
(from the valid list) to be used for data. The exact timing of the nomination is based on local policy.
When nominating, the controlling agent lets the checks continue until at least one valid pair for each
component of a data stream is found, and then it picks a valid pair and sends a STUN request on
that pair, using an attribute to indicate to the controlled peer that it has been nominated. This is
shown in Figure 28.
Figure 28: Nomination

Once the controlled agent receives the STUN request with the attribute, it will check (unless the
check has already been done) the same pair. If the transactions above succeed, the agents will set
the nominated flag for the pairs and will cancel any future checks for that component of the data
stream. Once an agent has set the nominated flag for each component of a data stream, the pairs
become the selected pairs. After that, only the selected pairs will be used for sending and receiving
data associated with that data stream.
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