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1. Executive Summary
Railway operation depends on the availability of a number of different resources: the
infrastructure must be free for the train to drive on, rolling stock (i.e. locomotives and wagons)
must be provided, and train staff (i.e. train driver and service crew) must be assigned to the
train. If any of these resources are unavailable at the time scheduled for a departure, a delay will
occur. PROTON, the macroscopic railway simulation developed in the project PLASA and
extended and improved in the project PLASA2, has mostly focused on infrastructure availability,
explicitly modelling headway and following times and propagating delays between trains
operating on the same infrastructure. Dynamic resources such as rolling stock and staff were not
included in the simulation, and the delays resulting from their unavailability were only included
through the stochastic part of the simulation by sampling delays from probability distributions.
However, one relevant use case for a macroscopic railway simulation is the evaluation of
different resource plans such as rolling stock turnaround cycle plans or staff rosters. If the effects
of these resources on train operation are only modeled stochastically and not mechanistically,
the causal effects of changing the plans cannot be captured by the simulation. In the present
deliverable, we tackle this problem by implementing an explicit handling of dynamic resources in
PROTON and demonstrate in a case study that the new feature performs as expected. While
there is still room for improvement, especially concerning the dispatching decisions in case
resources are unavailable at the planned departure time, the new implementation allows
addressing new use cases related to resource plans and thereby extends the scope of
applicability of PROTON.
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2. Abbreviations and acronyms
Abbreviation / Acronyms
AI
IM
PROTON

RU
SEM

G A 826151

Description
Artificial intelligence
Infrastructure manager
Punctuality and Railway Operation SimulaTiON
Synonym of the the macroscopic railway simulation
developed in project PLASA and PLASA2 (formerly
PRISM)
Railway undertaking
Standard error of the mean
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3. Background
The present document constitutes the Deliverable D3.4 “Smart Planning: Case study on resource
dependencies” in the framework of the WP 3, Task 3.2 of CCA.
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4. Objective/Aim
This document summarizes all work performed by the PLASA2 consortium on the topic of
resource dependencies. Section 5 gives a brief introduction to resource dependencies in railway
operation. Section 6 describes how resource dependencies are treated in PROTON, discussing
input data, implementation details, and open issues. Section 7 evaluates the new
implementation in a case study where we simulated one week of operation on the German
railway network – once with the standard PROTON and once with rolling stock dependencies for
long-distance passenger trains added.
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5. Resource dependencies in railway operation

Railway operation requires the availability of three types of resources: infrastructure, rolling
stock, and staff. While the availability of infrastructure is the responsibility of the IM, rolling
stock and staff are allocated by the RU. The focus of the present document is on the RU side of
resource management, since infrastructure-related issues have already been discussed in the
first PLASA project. In particular, Deliverable 3.1 focused on infrastructure availability in the
context of disturbances, and Deliverable 3.2 described infrastructure availability as a central
model component which determines all computations of train interference in PROTON. In
comparison, RU related resource availability issues have not been explicitly modelled in PROTON
so far.
Shared resources introduce dependencies between individual train runs. For example, if train run
B is scheduled to use the same rolling stock as train run A, which terminated in B’s departure
station, a delayed arrival of A may lead to a delayed departure of B depending on the magnitude
of A’s delay and available time buffers. Similarly, staff transfers from one train to another may
also lead to the propagation of delays. Rolling stock allocation to individual train runs is
determined through turnaround cycle schedules, while staff assignment is given in the roster.
Both are important components of planning processes at RUs that are subject to a number of
constraints (e.g. maintenance windows, geographical locations of maintenance depots,
occupational health and safety regulations, rest periods), and considerable resources are
invested into their optimization. Therefore, an accurate simulation of resource dependencies in
the PROTON framework is highly desirable in order to extend the applicability of the tool to
these planning processes. Evaluating the robustness of different plans under realistic operating
conditions and disturbances could aid in decisions on how to employ limited resources in order
to maximize the expected punctuality of railway operations.

6. Resource dependencies in the PROTON framework

The original PROTON model (formerly synonym PRISM), as developed during project PLASA,
considered all train runs as independent from each other. Delays arising from shared resources
where only modelled stochastically by sampling from empirical probability distributions for start
delays. These distributions contain some events in which trains were delayed due to unavailable
resources at their start, and thus, the overall amount of delay resulting from rolling stock and
staff resource dependencies is correctly reflected in the model results. However, this approach
has two shortcomings. First, the correlation structure between trains is lost. Thus, a large start
delay may be sampled for a train, although the previous train using the same rolling stock was
not delayed. Conversely, a train may start on time, even though the train whose rolling stock it
would be using in reality has not even arrived yet in the simulation. This issue might lead to
overall inaccurate simulation results, because it underestimates the accumulation of delays in
the course of an operation day. In reality, trains that start during the second half of a day which
saw low punctuality in the first half will have a higher probability of also being delayed. On the
other hand, days that start with a high punctuality will have an increased chance of maintaining
that high level. This missing correlation structure may be one of the reasons why the distribution
of punctuality across multiple simulation runs is narrower than the empirical spread observed
across many operation days (see PLASA D3.3, Figure 4). The second shortcoming is that the lack
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of a mechanistic model for resource dependencies makes it impossible to assess the effect of
changes to resource plans on train operations.
There are at least two options for improving the original PROTON model regarding delays
resulting from resource dependencies. First, the current start delay distributions could be
replaced by conditional probability distributions, which might depend on such factors as current
overall network punctuality, or the punctuality of the last N trains arriving or terminating at the
node in question. This approach would allow improving the simulation accuracy by including
some of the dependency structure between individual train runs without requiring additional
data sources on turnaround cycle schedules or rosters. However, since there would still only be a
stochastic and no mechanistic implementation of resource dependencies, users of the model
would not be able to address questions pertaining to resource planning, e.g. “what is the effect
on punctuality if we increase turnaround buffer times at station X by Y minutes?”. The second
option is to model resource dependencies explicitly. In this approach, every train run receives a
list of resources (e.g. staff and rolling stock) on which it depends, and the simulation must keep
track of the availability of these resources at all times. In addition to new input data sources
specifying the resource dependencies for each train run, this approach also requires additional
rules on what happens if a resource is unavailable. The simplest scheme of always waiting until a
resource becomes available will lead to unrealistic behavior because, in reality, dispatchers are
able to reallocate resources during operation to minimize delays. Implementing an AI that makes
these decisions and attempts to mimic the behavior of human dispatchers is beyond the scope of
this work package. Therefore, a simpler approach with some basic rules and an unrealistic
relaxation of constraints that attempts to mimic the effects of real-life resource availability issues
was examined. This approach is described in Section 6.2.3. Potential shortcomings are discussed
in Section 6.2.4, and the performance of the implementation is evaluated in Section 7.

6.1.

Data sources

The ideal data sources for an implementation of resource dependencies would be the
turnaround cycle plans and staff rosters for all trains in the simulation. This would enable the
simulation to correctly model all dependencies between individual trains that are scheduled to
use the same resources. However, these data sources would still be insufficient, because, in
order to adequately treat cases in which a resource is not available for a train, the simulation
would also require information about the availability and location of replacement resources.
Especially when considering a simulation of railway traffic on a large network executed by
multiple RUs, obtaining all of these data from all involved parties is an extremely ambitious goal.
For the development of the new resource dependency feature in PROTON, we therefore
restricted ourselves to using turnaround cycles for a subset of the trains (long-distance
passenger trains operated by DB Fernverkehr).

6.1.1.

Rolling stock turnaround cycles

The data source available to the PROTON development team, which was therefore used to
develop and test the new feature, includes the UIC vehicle numbers of all wagons and tractive
stock used by any train operated by DB Fernverkehr. For each train journey, the table contains as
many rows as there are wagons and locomotives on the train. If the train journey consists of
G A 826151
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multiple legs for which the direction of travel or the composition of the train changes, the table
will contain individual rows for the individual legs.
Since these are historical operational data, they do not necessarily match perfectly with the
turnaround cycle plans, because delays or malfunctions of trains can lead to dispatching
decisions that break the planned turnaround cycle. Ideally, these changes would not be included
in the input data, because they may not represent optimal resource allocation for simulated days
on which the delays or malfunctions causing the dispatching decision did not occur.
Nevertheless, the data form a good basis for the initial development of the resource
dependencies in PROTON. Having implemented the feature allows offering case studies on
resource plans to RUs, which will then be responsible for providing the data required to carry out
the study.

6.1.2.

Staff planning

Due to data privacy concerns, staff rosters are considered sensitive data and are not readily
shared even within a company. We therefore decided to only use rolling stock data during the
feature development phase. The implementation (see next section) is flexible enough to also
allow the modelling of staff dependencies. Should a use case arise in the future where an RU is
interested in using PROTON to model the effects of staff planning, an anonymized data
interchange format that is compatible with the data interface specified in Section 6.2.1 can be
agreed upon.

6.2.

Implementation

The implementation aims at providing a flexible mechanism to introduce resource dependency
into PROTON. It consists of three parts:

1. A data interface for specifying which resources are required by which train.
2. The implementation of new classes in the C++ code representing the resources, and data
structures and logic for acquiring, releasing, and keeping track of resources for each train run.
3. A dispatching module for handling cases when a planned resource is not available. This is kept
very simple in the initial implementation but can be extended in the future.

These components are described in detail in the following sections. We also discuss open issues
that go beyond the scope of this deliverable but will be relevant in the continued development
of the resource dependency component of PROTON.

6.2.1.

Data interface

For modelling the effects of resources in PROTON, two tables are needed. The first table, called
resource information, contains general information about all resources, i.e. a resource id and a
resource type. During the feature development phase, all resources were of type rolling stock,
but other resource types (e.g. train driver, train crew, etc.) could also be specified. This table has
one row for every resource that will (or could) be used in the simulation. The second table,
resource reservations, contains detailed information about how train runs need resources. For
each combination of train run and required resource, the following information must be
provided:
G A 826151
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The resource id of the required resource
The train id of the train using the resource
The operation day
The train type (this is required to make the train id unique, because the same train number
could be used by trains of different types)
The first node at which the train run needs the resource
The node at which the train run can release the resource
The time which has to elapse between releasing the resource by the given train run and using
it by another.

In the data currently available, the final column corresponds to the turnaround time of a train at
the node it should be released. For staff rosters, it could also indicate the transfer time at the
station, or the required break time. Specifying the availability time in the resource reservations
table gives the flexibility to specify different times for the same resource, depending on the train
run which releases the resource, and the node at which it is released. Thus, both turnaround
times depending on structural conditions at the nodes and on properties of the train run (e.g.,
running during rush hour) can be represented.

6.2.2.

Implementation details

Before a train run can depart from a node it has to be checked whether all resources that the
train run requires from this node onwards are available. A resource is considered available if it is
not currently blocked by another train run. If it has previously been used by a different train run,
the availability time specified in the resource reservations must also have passed. In principle,
the simulation should also check that the resource is available at the correct node and was not
released somewhere else where the present train cannot use it. However, a strict application of
this rule will lead to many delays if resources are not released exactly at the node where they
will be used next and the shunting movements transferring it to the correct node are not
included in the simulated timetable. Therefore, this check is currently disabled, and the issue is
discussed further in Section 6.2.4. If all required resources are available, the train can depart and
the used resources will be blocked, making them unavailable for any other train run until they
are released again. If at least one resource is unavailable, the train cannot depart. It will instead
be added to a waiting list of the unavailable resources, and the departure event will be
processed again at a later point in time. This will happen either once a certain time threshold for
re-evaluation of the event has passed or can be triggered when the required resource is released
by another train.
If a train arrives at a node that is specified as the release node for one or more of its resources in
the resource reservations table, the train will release the resource or resources. After the
specified turnaround time has elapsed, the simulation checks whether there is a train waiting for
that resource, and its departure will be triggered. A train will also release all resources it
currently uses at its final destination, regardless of whether that node is specified as the release
node in the resource reservations. This avoids cases where a resource is never released because
the train does not reach the node listed in the resource reservations.
G A 826151
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In order to avoid the unrealistic situation where a train waits many hours for a delayed resource,
a dispatching logic is required in addition to the resource dependency logic. Some considerations
on that issue are discussed in Section 6.2.3, and the chosen implementation is also described
there.
One last component of PROTON that needed to be adapted in order to model resource
dependencies is the stochastic sampling of start delays. The standard PROTON model contains
probability distributions for start delays for every train type at every node, usually based on
historical operational data. For train runs with an explicit resource dependency, the empirical
probability distributions used to sample start delays must not include start delays that were
caused by unavailable resources. For these train runs, adapted distributions are used whereas
the distributions including delays due to resources are used for all train runs without such an
explicit dependency.
Figure 1 gives an overview of all classes implemented in PROTON to handle resource
dependencies.

Figure 1: UML diagram of the resource dependency implementation in PROTON.

6.2.3.

Dispatching decisions for unavailable resources

Implementing a realistic resource dispatching in PROTON is quite complex. For example, an
actual resource dispatcher can only work with the resources that are currently available. To
model such decisions, the simulation would need to keep track not only of the resources that are
G A 826151
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included in the turnaround cycle plan for the day but of all resources available for dispatching.
This requires additional input data. For rolling stock, e.g. the geographical location of
maintenance depots and the rolling stock that is located there at the beginning of the operation
day need to be known. This includes how long it would take to get an alternative resource from
the depot to the node where a resource is missing. The time for getting an alternative resource
to the desired location is also important if any available resources – and not only resources from
depots – are used. In both cases, a dynamic routing has to be implemented in PROTON, and train
runs that were not included in the timetable need to be generated and simulated in order to
move the resources to the correct nodes. An advanced dispatching also has to keep track of
which resources should be used at a later time during the simulation. Instead of using any
arbitrary available resource, a resource should be used in a way that is consistent with its further
reservations, e.g. it should be used for a train that is going to release it at the node where it is
going to be needed next.
In order to achieve a somewhat realistic delay structure without introducing too many of the
complications described above into the simulation, we opted for an unrealistic approach: the
dispatcher can “create” new resources and deploy them. The underlying assumption is that it will
usually be possible to acquire replacement resources, and the critical variable for the simulation
is how much delay this will cause. At present, PROTON is only used to simulate individual
operation days, and everything is reset at the start of the next day. Therefore, the real-world
complications resulting from arbitrarily assigning new resources to trains would not be
accounted for in the simulation in any case. As a first approximation, we chose a very simple
rule: After a certain maximal delay threshold has passed, a train will depart even if not all
required resources are available. In this case, the train run is treated as if it does not require the
resource or resources in question. In the present implementation, no alternative resource is
used, i.e. a train can depart without explicitly using any rolling stock. The maximal delay
threshold has a default value of 30 min but can be set as a configuration parameter before
starting the simulation. However, it is the same for all trains and all resources during the
simulation. Some possible improvements to this approach are discussed in Section 6.2.4.2.

6.2.4.

Open issues

The implementation of a mechanism in PROTON that makes train runs depend on resources and
checks the availability of the resources before departure was relatively straightforward. The
main difficulties in modelling the effects of resource dependencies realistically are twofold:
availability of relevant input data, and adequate handling of cases where resources are not
immediately available. These two problems will be discussed in turn.

6.2.4.1. Input data

As noted in Section 6.1, complete turnaround cycle plans for all trains running on the simulated
day would be an ideal data source. One difficulty is that these plans must also match the level of
granularity of the simulated infrastructure and the simulated timetable. If the PROTON timetable
contains nodes (e.g. sub-parts of a station) that are not matched by the nodes in the resource
table, the simulation will not recognize that a resource dependency exists for the train at its
departure node. This was not an issue for the case study, because the data source used for the
resource data contains the same nodes as the timetable used for the simulation. However, since
G A 826151
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PROTON provides the flexibility of simulating timetables on different infrastructure and resource
plans can come from different sources, it will be valuable in the future to develop procedures for
automatically mapping these input data onto each other. In addition, even if the infrastructure
nodes are correctly mapped between the resource table and the timetable, it is still possible that
not all resources will end up at the correct locations during the simulation. If the resource table
contains transfer movements from the end node of one train to the start node of the next train,
potentially via a maintenance depot, and these movements are not included in the timetable,
the train will not get to the correct start node in the simulation. The current implementation
works around this issue by ignoring at which node a resource was released when checking
availability. This avoids an unrealistically large number of start delays that we observed with the
check turned on. But it has the disadvantage of failing to observe real issues that may arise, e.g.
if a train has to be cancelled at a different station than the one originally planned. This could very
well cause a delay to the next train in reality but not in PROTON. Future versions of PROTON
could check at which node a resource will be needed next after its release and dynamically
compute a route to transfer it there, but such an approach still faces a number of difficulties in
terms of necessary dispatching decisions.
Another difficulty arises from trains leaving the simulated network or entering during the train
run. For example, consider a EuroCity train starting in Austria. The corresponding rolling stock
plan contains a leg from Vienna to Munich, but the PROTON timetable is truncated at country
borders. Thus, the train is only simulated once it crosses into Germany (with an entry delay
sampled from an empirical probability distribution) and it is unclear how resource dependencies
should be handled for this train. Treating the train as using new rolling stock breaks the
dependency on the earlier train run that brought the rolling stock to Vienna. But since the
journey between the German border and Vienna is not simulated, neither for the train run into
Austria nor for the train run back to Germany, simply pretending that the turnaround happens at
the border would fail to account for all the possibilities of building up additional delay or
reducing it.
Further relevant input data sources relate not immediately to the resource requirements but to
the handling of cases where resources are not available. To make sensible decisions, the
dispatching module (see below) will need to know a large number of facts beyond the simple
resource reservations table:










the turnaround times of all types of resources at all stations
the time it takes to transfer a train to the nearest maintenance depot and back
the kind of work scheduled during a depot stop and the time this work usually takes
the minimum time at the depot if only absolutely essential work is performed
the minimum turnaround time if the train is kept at the platform (with and without cleaning)
the location of all available backup resources in the network that can be deployed
equivalence classes of different resources in order to decide which alternative resources could be
used
the time it takes for the dispatcher to make a new train available once she learns that this will
become necessary
the occurrence frequency and delay distribution of disturbances that happen during turnaround

G A 826151
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6.2.4.2. Handling of unavailable resources
As the complexities described at the beginning of Section 6.2.3 demonstrate, a completely
realistic handling of resource conflicts during a simulation run either requires a human
dispatcher who looks at the current state of the simulation and decides how to proceed, or an AI
system capable of making these decisions. The former is obviously infeasible, and the
development of the second goes well beyond the scope of this project. It is therefore necessary
to work with approximations and simplifications that reduce the complexity, but hopefully still
lead to realistic effects on the feature most relevant to the simulation – the departure and arrival
times of trains at nodes. This is not per se problematic. Any model makes many abstractions
from reality, and PROTON is no exception. As long as the causal effects of manipulations to the
input that are of interest to users on the model are left intact and the consequences of such
manipulations for the relevant outputs are realistic, the model is successful.
As discussed before, the current implementation includes a very simple dispatching mode for
unavailable resources. If a resource is not available at the train start, the train will wait for 30
minutes and then depart as if the resource had magically materialized.
The underlying assumption for this behavior is that there are mechanisms that are not modelled
in PROTON that will cause some resources to become available at some timepoint after the
planned departure. Therefore, even if the relevant mechanism cannot be explicitly modelled, it
makes sense to consider some parameters that will influence the outcome, instead of using a
fixed value of 30 minutes for all such delays. For example, the maximal delay threshold could
depend on




The type of resource: Whereas it could take relatively long to get an alternative train driver,
the train journey might start even if one member of the train crew is missing.
The current node: At a node close to a maintenance depot, the waiting time for replacement
rolling stock is less than further away.
The time of day, assuming that more replacement resources are available outside of rush
hour.

Considering the stochastic nature of PROTON, it is also conceivable to use probability
distributions obtained from historical data and sample the dispatching delay from them, instead
of using a fixed delay. In that case, it would still make sense to use conditional distributions
which depend on the factors listed above. These issues will be examined further in future
developments of PROTON.

7. Case study

In order to evaluate the influence of the newly implemented resource dependencies, we
performed a case study comparing the output of a simulation with the new feature to that of the
standard PROTON. We simulated one week of operation on the entire German railway network
(2020-01-13 to 2020-01-19), with 40 repetitions of each operation day. Table 1 shows the scale
of the case study. It lists the number of trains and nodes (i.e. entries in the timetable for which
arrival and departure events will be processed) simulated per day in different train categories
G A 826151
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(long-distance passenger, local/regional passenger, freight, other).
Table 1. Overview of the simulated week.
Train type
long distance #nodes
#trains
regional #nodes
#trains
freight #nodes
#trains
other #nodes
#trains

01-13

01-14

01-15

01-16

01-17

01-18

01-19

92,364
945
633,527
32,184
145,534
3,830
48,286
6,032

90,581
938
635,941
32,242
198,576
4,367
44,996
5,980

91,346
945
635,633
32,271
194,638
4,311
42,397
5,862

91,982
949
635,290
32,245
197,669
4,328
42,232
5,788

97,688
984
636,863
32,281
178,862
4,111
41,416
5,680

83,857
845
534,738
26,039
117,244
2,125
26,032
3,818

86,892
866
497,505
24,169
88,136
1,338
23,304
3,355

For the evaluation, we focus on the long-distance passenger trains, because those are the only
ones for which resource dependencies were used. All other train categories simply received start
delays according to the probability distributions that are also used in standard PROTON. We did
verify that the simulation output for the other train categories is essentially unchanged, with
only very minor deviations resulting from the interaction with long-distance passenger trains.
To assess the effects of introducing explicit resource dependencies, we evaluated four global
network KPIs:





Punctuality – the number of punctual stops (delay < 360s) divided by the total number of stops
Mean delay at stops – the mean of arrival time deviations across all planned stops on a day
Number of turnaround delays – the number of train starts that were delayed by 90s or more
because the rolling stock was not yet available from the previous run, counted for one day
Total turnaround delay minutes – the sum of all delay minutes from turnaround delays during one
simulated day.

In addition, we examined the distribution of punctuality across the repetitions of the simulation.
This was done in order to check if the introduction of explicit delay propagation from one train to
the next increases the spread of the distribution, leading to a greater number of simulated days
with very good or very poor punctuality.

7.1.

Results

We computed KPIs separately for each of the 280 simulated days (7 different dates and 40
repetitions of each date). Then, we averaged the results across the repetitions and plotted the
results for each simulated day. This way, it is possible to compare the magnitude of changes
induced by the explicit modelling of resource dependencies to the magnitude of changes
stemming from different timetables and construction sites for the different weekdays. The
confidence intervals (shaded areas around the plotted lines) in all plots in this section indicate
+/- 2 SEM (Standard Error of Mean) computed across the 40 repetitions, which roughly
corresponds to a 95% confidence interval assuming a normal distribution. The punctuality and
average delay of trains are not changed by using the new resource dependency simulation (see
Figure 2). For both punctuality and average delay at stops, the results for both simulation
G A 826151
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outputs fall within the stochastic uncertainty.

Figure 2. Comparison of punctuality and delay minutes between standard simulation, explicit
resource dependencies, and operational data.
Comparing the results to operational data, we see that the simulation roughly follows the
punctuality and delay pattern across the weekdays, but generally underestimates punctuality
and conversely overestimates delays. However, this discrepancy is unrelated to the newly
implemented resource dependencies. One reason is that the disturbance probabilities used in
the simulation were computed on data from 2019 (in order to have a whole year of data
available), but there have been fewer disturbances in 2020 resulting in a higher punctuality.
Looking at the delays caused by unavailable rolling stock resources (turnarounds and couplings),
we find that the simulation captures the number of turnaround delays observed in empirical
data very well (Figure 3.). However, the simulation overestimates the total delay minutes
resulting from these delays. This can be attributed to the implementation of resource
dispatching, which does not fully capture the real effects, and always leads to a fixed delay of 30
minutes if the required resource does not become available in that time window. In reality, some
resource conflicts will be resolved by providing replacement rolling stock in less than 30 minutes.
We thus expect the match between simulation and operational data to become better with the
implementation of more realistic resource dispatching in the future. No data are shown for the
standard PROTON output, because that model cannot differentiate between different causes for
start delays, which are all sampled from one probability distribution. Therefore, no count of
delays stemming from unavailable resources is possible.

G A 826151

P a g e 17 | 19

Figure 3. Comparison of turnaround delays between simulation and operational data.
Finally, we were interested in whether including resource dependencies in the simulation leads
to more days with extreme punctuality values even if the mean across days is unchanged. This
might happen because delays are passed on between trains, so that a day that starts with bad
punctuality would be more likely to continue badly, leading to especially low values for the entire
day. Conversely, a day that, by chance, begins with few delays could continue to have good
punctuality due to fewer start delays. We therefore computed histograms of the simulated
punctuality of long-distance trains, counting every repetition of a day as one observation (Figure
4). We found no clear evidence of the hypothesized effect. Instead, the two histograms are very
similar not only in their location on the x-axis, but also in their spread. Very large or very small
values of punctuality appear to occur with similar frequency in the standard simulation and with
explicit resource modelling. It is possible that this behavior would change if more dependencies
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Figure 4. Distribution of simulated punctuality across the 7 simulated days and 40 repetitions.
(e.g. staff) were included. In addition, extreme values are also often driven by extreme disruption
events (e.g. storms causing the cancellation of a large number of trains). Since such events are
currently not modelled in PROTON, their effect cannot be propagated through the resource
dependencies.

8. Conclusions
The results presented in this deliverable show that we successfully included resource
dependencies in the PROTON framework. We defined a flexible data interface, implemented the
relevant functionality in the simulation core, and developed a rudimentary dispatching logic. The
results of a case study analyzing the new feature show that it does not significantly change the
results of the simulation. This indicates that the previous handling of start delays, which did not
take into account explicit dependencies between individual trains but assigned start delays
stochastically, already worked reasonably well. Still, the addition of the new feature is valuable,
because it now enables users of PROTON to compare the effects of different resource plans on
expected network punctuality or other KPIs, a type of analysis that was previously not possible.
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